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Can they fly?

?



GENERALIZATION & DISCRIMINATION?

Generalization is the transfer of past learning to new situations and problems. 

Discrimination is the perception of differences between stimuli. 
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As we examine each of these facets of generalization, we will see how the 
efforts of psychologists to understand them led to models that accomplished 
two things. First, the models allowed psychologists to formulate general prin-
ciples of behavior and predict, often with quantitative detail, the behaviors to be 
expected in a wide range of learning and memory experiments. Second, these 
models—originally posited as abstract theories about networks of associations—
identified, years in advance, the basic mechanisms that brains use to accomplish 
these processes, which we will describe in Section 6.2.

Our first discussion concerns the learning that occurs when similar stimuli pre-
dict similar outcomes or consequences, such as when a child decides that both the 
broccoli and the cauliflower are nasty tasting, corresponding to the top-left quad-
rant of Table 6.1. The key questions that psychologists have asked about these 
situations are (1) how do people mentally represent the fact that two entities, such 
as broccoli and cauliflower, are similar, and (2) when we know two things are simi-
lar, what are our expectations for how likely they are to lead to the same outcome? 

H ave you ever had the pleasure of 
meeting someone and discovering 
you have many interests and tastes 

in common? You both like the same obscure 
music, enjoy the same French films, and 
read many of the same books. Finding 
someone like this is like finding your dop-
pelganger (your phantom twin or double), 
and once you have found such a person and 
confirmed that you like the same 10 of the 
books that you discussed, you would take 
very seriously his recommendation of a 
book that is unfamiliar to you. 

Amazon.com and other websites 
attempt to achieve much the same thing 

when they use a form of generalization 
to predict what books you might want 
to buy from them. They do it by trying to 
find as many of your doppelgangers as 
possible among their other customers. 
The process they use, called collabora-
tive filtering, is an automatic filtering (or 
making  predictions) based on information 
from a large number of other people’s 
past behaviors. In essence, collaborative 
filtering works by creating a very detailed 
stereotype of what kind of reader you are.

Once Amazon.com has found a suffi-
ciently large number of like-minded indi-
viduals among its customers, it  collates 

their purchasing histories to find books 
they have not yet purchased but that 
were purchased by one or more other 
individuals like them. Thus, by profiling 
you and creating a mini-category of 
individuals similar to you, Amazon.com
seeks to generalize from your past 
behaviors to what you might do in the 
future. In this way, Amazon.com and 
other websites not only increase their 
ability to sell large numbers of books but 
also help you discover the hidden gems 
you might miss if you never met your 
own personal doppelganger.

LEARNING AND MEMORY IN EVERYDAY LIFE

How Does Amazon.com Know What 
You Want to Buy Next?

Table 6.1

Alternatives for generalization about and discrimination between two stimuli

Same outcome Different outcomes

Similar stimuli Similar stimuli → same outcome

Broccoli and cauliflower ã nasty

Similar stimuli → different outcomes

Broccoli ã nasty, cauliflower ã yummy

Dissimilar stimuli Dissimilar stimuli → same  outcome

Broccoli and red peppers ã nasty

Dissimilar stimuli → different outcomes

Broccoli ã nasty, red pepper ã yummy
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QUESTIONS

1. How do animals represent the fact that two entities are similar? 
(perception level)

2. When animals know two things are similar, what are they expectations or 
how likely they are to lead to the same outcome? (mechanism level)



SIMILAR STIMULI => SIMILAR OUTCOMES



1. SIMILAR STIMULI => SIMILAR OUTCOMES

What do you expect the result?

Pigeon learned a light-reward association.

Tested with several light stimuli.



PIGEON LEARNED THE LIGHT-REWARD 
ASSOCIATION

BEHAVIORAL PROCESSES | 215

Before training, the weights from all the input nodes to the output node are 
set to 0.0, meaning that there are no prior associations between any of the lights 
and the response. Each training trial is modeled by activating the yellow-light 
input node, letting the activation from that node be multiplied by the yellow-
response associative weight and then updating this weight based on the differ-
ence between the actual output activation and the ideal output activation (1 in 
this case because it should respond on every trial with the light cue). If the model 
is given repeated training trials of this sort over and over, in which the yellow 
light is presented followed by a reward, then the weight of the association con-
necting the yellow node to the response node will increase until it has a value 
of close to 1.0. Figure 6.2a displays the weight from the yellow node as being 
thicker than the others, to represent this greater weight.

Figure 6.2b shows what happens when this model is now tested with pre-
sentation of a novel yellow-orange light. There is still a strong 1.0 weight from 
the yellow node to the output node (because of the previous training), but 
that weight is not active (because a pure yellow light is not presented during 
this new test trial). Instead, only the yellow-orange input node is active, and it 
causes no activity in the output node because the weight from this input node is 
still 0.0. Thus, the model will produce no response to the yellow-orange light, 
even though that stimulus is very similar to the trained yellow light. In fact, this 
model will produce no response to any stimulus other than the original yellow 
training stimulus and so shows no generalization. The result would be a general-
ization gradient as shown in Figure 6.3: the model produces strong (about 80%) 
responding to the yellow test stimulus but no (0%) responding to any other 
color. This does not look like the more gently sloping generalization gradient 
obtained from Guttman and Kalish’s pigeons, seen in Figure 6.1. Clearly, the 
model in Figure 6.2 is wrong: it predicts a generalization gradient that is totally 
at odds with what Guttman and Kalish actually found.

This analysis suggests that the simple models based on the Rescorla-Wagner 
rule are limited in scope. They are useful for describing, understanding, and 
predicting how organisms learn about highly dissimilar stimuli, such as a tone 
and a light, but they don’t work as well with stimuli that have some inherent 
similarity, such as lights of different colors. Do we throw out the old models 
when we run into a problem like this and simply assume that the Rescorla-
Wagner rule is wrong? Not necessarily. Instead, given the otherwise wide range 
of success of this learning model, researchers have tried to extend it to account 
for generalization gradients. In this way, simple models can be considered to 
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Figure 6.3 The generalization 
gradient produced by the discrete-
component network of Figure 6.2 The 
discrete-component network gives no 
response to the yellow-orange light despite 
the similarity in color to the previously 
trained yellow light. It only responds to the 
trained “yellow” stimulus. In other words, 
this simple network fails to show a smooth 
generalization gradient like that shown by 
the pigeons in Figure 6.1.
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How about this?



WHAT IS THE GENERALIZATION GRADIENT
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When Similar Stimuli Predict Similar Outcomes
Using a situation comparable in structure to the problem of Sabrina and her veg-
etables, Harry Guttman and Norman Kalish trained pigeons to peck at a yellow 
light for food reinforcement (Guttman & Kalish, 1956). They then tested what 
the pigeons had learned by showing them, in each of a succession of test trials, a 
single colored light that was either green, yellow, orange, or one of the in-between 
colors yellow-green or yellow-orange. By counting how often the pigeons pecked 
at each color, the investigators were able to measure how the similarity of the 
color to the yellow training stimulus affected the amount of pecking. Because 
the sensation of color results from physically different wavelengths of light—for 
example, yellow light has a wavelength of 580 nanometers (nm)—researchers can 
compare colors in terms of wavelengths. In this case, the colors ranged along a 
physical continuum from green (520 nm) to orange (620 nm).

Figure 6.1 shows how the pigeons responded. Not surprisingly, the pigeons 
pecked most at the stimulus on which they were trained: the yellow light, with its 
wavelength of 580 nm. However, the pigeons also responded to lights of other 
colors. Lights most similar to yellow (as measured by wavelength) produced the 
next-highest levels of responding. As the colors grew increasingly different from 
the original training stimulus (yellow), responding decreased rapidly.

The curve seen in Figure 6.1 is a generalization gradient, a curve showing 
how changes in the physical properties of stimuli (plotted on the horizontal 
axis) correspond to changes in responding (plotted on the vertical axis). The 
curve is called a “gradient” because it generally shows that an animal’s response 
changes in a graded fashion that depends on the degree of similarity between a 
test stimulus and the original training stimulus. After training in which a single 
stimulus (such as a light of a particular color) has been reinforced repeatedly, 
generalization gradients around that trained stimulus show a peak, or point of 
maximal responding, corresponding to the original stimulus on which the ani-
mal was trained. This responding drops off rapidly as the test stimuli become 
less and less similar to the training stimulus. 

From looking at a generalization gradient, you can deduce to what degree 
animals (including people) expect similar outcomes for stimuli that vary in some 
physical property, such as light wavelength. Thus, a generalization gradient is 
often taken to be a measure of the animal’s or person’s perception of similarity, 
in that if two stimuli are perceived as being highly similar (or identical) there 
will be significant generalization between them.
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Figure 6.1 Stimulus-generalization 
gradients in pigeons Pigeons were 
trained to peck at a yellow light, having a 
wavelength of about 580 nm. When the 
pigeons were tested with other colors of 
light, their response rates decreased as the 
colors (wavelengths) departed farther from 
the trained color. 
Adapted from Guttman & Kalish, 1956, pp. 79–88.
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Real data is here!

This curve is ”generalization gradient”.



WHY IS IT NECESSARY?
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We should think about the benefit of this.
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The fundamental challenge of 
generalization is to identify the set of all 
stimuli that have the same consequence as 
the training stimulus. Shepard called this 
set the consequential region 
(Shepard, 1987). 



LEARNING MODEL



DISCRETE-COMPONENT REPRESENTATION

1. Unique nodes for stimulus representation
2. 0.0, means that there are no prior associations between any of the lights and the response. 

NODE!

Something like a hump (?) which processes for a complex problem inside brain.
But nobody knows what’s this…
Psychological terminology but now it can be used in real neuroscience with real empirical data.



DISCRETE-COMPONENT REPRESENTATION
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associative learning model from Chapter 4 to Guttman and Kalish’s pigeon 
experiment (which used similarly colored lights) provides a good illustration of 
how easily the Rescorla-Wagner model falls apart and makes erroneous predic-
tions unless you incorporate an additional assumption about how to represent 
the physical similarity of different stimuli.

Recall from Chapter 4 that when learning involves multiple cues, the 
Rescorla-Wagner model can be visualized as a simple one-layer network with 
links from the various cues to the possible outcomes, as was illustrated in 
Figure 4.15 (Gluck & Bower, 1988a). Each presentation of a trial was modeled 
by activating the corresponding input node for each stimulus cue (such as a tone), 
which then caused activation to travel through links to an output node (e.g., the 
prediction of the airpuff) while being multiplied by the associative weight on 
each link. When activation from a given input node reaches an output node, it is 
added to the incoming activations (multiplied by weights) of all the other active 
stimulus cues on that trial. Learning resulted when the associative weights on 
the links were modified at the end of each trial so as to reduce the likelihood of 
a future mismatch (or “error”) between the network’s prediction for an outcome 
(the activation in the output nodes) and the actual outcome that was presented as 
feedback on that trial by the experimenter. Thus, as described in Chapter 4, the 
Rescorla-Wagner model details a process whereby an animal or person learns to 
minimize the difference between what actually happens (the airpuff) and their 
expectation of that outcome. It is that expectation of the airpuff outcome that 
generates an anticipatory conditioned response, such as an eyeblink.

In our earlier applications of this model to classical conditioning, you saw 
how a tone and a light were identified as two distinct stimuli, each with an 
associative weight communicated from a corresponding input node to an out-
put node that produced the conditioned response. To apply the same idea to 
Guttman and Kalish’s operant pigeon paradigm, we’d need five input nodes, one 
for each of the five discrete colors that might be presented.

Figure 6.2a shows how one might model stimulus generalization using a 
simple network that has a single input node for each possible color of light (five 
are shown). This is called a discrete-component representation, meaning that 
each possible stimulus is represented by its own unique node (or “component”) 
in the model. The network also contains a single output node for the response 
and has weights from the input nodes to the output node that are modifiable by 
learning, according to a learning algorithm such as the Rescorla-Wagner rule. 
Each of the input nodes in Figure 6.2a represents a different color of light (for 
example, green, yellow, or orange). Depending on the pattern of inputs, activity 
may be evoked in the output node; strong activity in this output node will cause 
the model to generate a response. 
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Figure 6.2 A model of 
stimulus generalization, using 
discrete-component represen-
tations A first attempt to model 
stimulus generalization would 
have one input node for each pos-
sible color of light, making this a 
discrete-component representation.
Active nodes and weights are 
shown in red. (a) The network is 
first trained to respond to a yellow 
light, which activates the “yellow” 
input node. At the end of training, 
the weight from the “yellow” input 
node to the output node is strong 
(illustrated by a thick red line). 
(b) When a novel yellow-orange 
light is presented to the network, 
the yellow-orange light activates 
a different input node. This input 
node has never had its weight 
strengthened, and so it does not 
cause activation in the output 
node. Thus, the discrete-component 
network does not produce any 
response to the yellow-orange 
light despite the similarity to the 
trained yellow light. This model 
does not account for the general-
ization gradient seen in pigeons 
that is shown in Figure 6.1.
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1. Unique nodes for stimulus representation
2. 0.0, means that there are no prior associations between any of the lights and the response. 
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which then caused activation to travel through links to an output node (e.g., the 
prediction of the airpuff) while being multiplied by the associative weight on 
each link. When activation from a given input node reaches an output node, it is 
added to the incoming activations (multiplied by weights) of all the other active 
stimulus cues on that trial. Learning resulted when the associative weights on 
the links were modified at the end of each trial so as to reduce the likelihood of 
a future mismatch (or “error”) between the network’s prediction for an outcome 
(the activation in the output nodes) and the actual outcome that was presented as 
feedback on that trial by the experimenter. Thus, as described in Chapter 4, the 
Rescorla-Wagner model details a process whereby an animal or person learns to 
minimize the difference between what actually happens (the airpuff) and their 
expectation of that outcome. It is that expectation of the airpuff outcome that 
generates an anticipatory conditioned response, such as an eyeblink.

In our earlier applications of this model to classical conditioning, you saw 
how a tone and a light were identified as two distinct stimuli, each with an 
associative weight communicated from a corresponding input node to an out-
put node that produced the conditioned response. To apply the same idea to 
Guttman and Kalish’s operant pigeon paradigm, we’d need five input nodes, one 
for each of the five discrete colors that might be presented.

Figure 6.2a shows how one might model stimulus generalization using a 
simple network that has a single input node for each possible color of light (five 
are shown). This is called a discrete-component representation, meaning that 
each possible stimulus is represented by its own unique node (or “component”) 
in the model. The network also contains a single output node for the response 
and has weights from the input nodes to the output node that are modifiable by 
learning, according to a learning algorithm such as the Rescorla-Wagner rule. 
Each of the input nodes in Figure 6.2a represents a different color of light (for 
example, green, yellow, or orange). Depending on the pattern of inputs, activity 
may be evoked in the output node; strong activity in this output node will cause 
the model to generate a response. 
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Figure 6.2 A model of 
stimulus generalization, using 
discrete-component represen-
tations A first attempt to model 
stimulus generalization would 
have one input node for each pos-
sible color of light, making this a 
discrete-component representation.
Active nodes and weights are 
shown in red. (a) The network is 
first trained to respond to a yellow 
light, which activates the “yellow” 
input node. At the end of training, 
the weight from the “yellow” input 
node to the output node is strong 
(illustrated by a thick red line). 
(b) When a novel yellow-orange 
light is presented to the network, 
the yellow-orange light activates 
a different input node. This input 
node has never had its weight 
strengthened, and so it does not 
cause activation in the output 
node. Thus, the discrete-component 
network does not produce any 
response to the yellow-orange 
light despite the similarity to the 
trained yellow light. This model 
does not account for the general-
ization gradient seen in pigeons 
that is shown in Figure 6.1.
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associative learning model from Chapter 4 to Guttman and Kalish’s pigeon 
experiment (which used similarly colored lights) provides a good illustration of 
how easily the Rescorla-Wagner model falls apart and makes erroneous predic-
tions unless you incorporate an additional assumption about how to represent 
the physical similarity of different stimuli.

Recall from Chapter 4 that when learning involves multiple cues, the 
Rescorla-Wagner model can be visualized as a simple one-layer network with 
links from the various cues to the possible outcomes, as was illustrated in 
Figure 4.15 (Gluck & Bower, 1988a). Each presentation of a trial was modeled 
by activating the corresponding input node for each stimulus cue (such as a tone), 
which then caused activation to travel through links to an output node (e.g., the 
prediction of the airpuff) while being multiplied by the associative weight on 
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added to the incoming activations (multiplied by weights) of all the other active 
stimulus cues on that trial. Learning resulted when the associative weights on 
the links were modified at the end of each trial so as to reduce the likelihood of 
a future mismatch (or “error”) between the network’s prediction for an outcome 
(the activation in the output nodes) and the actual outcome that was presented as 
feedback on that trial by the experimenter. Thus, as described in Chapter 4, the 
Rescorla-Wagner model details a process whereby an animal or person learns to 
minimize the difference between what actually happens (the airpuff) and their 
expectation of that outcome. It is that expectation of the airpuff outcome that 
generates an anticipatory conditioned response, such as an eyeblink.

In our earlier applications of this model to classical conditioning, you saw 
how a tone and a light were identified as two distinct stimuli, each with an 
associative weight communicated from a corresponding input node to an out-
put node that produced the conditioned response. To apply the same idea to 
Guttman and Kalish’s operant pigeon paradigm, we’d need five input nodes, one 
for each of the five discrete colors that might be presented.

Figure 6.2a shows how one might model stimulus generalization using a 
simple network that has a single input node for each possible color of light (five 
are shown). This is called a discrete-component representation, meaning that 
each possible stimulus is represented by its own unique node (or “component”) 
in the model. The network also contains a single output node for the response 
and has weights from the input nodes to the output node that are modifiable by 
learning, according to a learning algorithm such as the Rescorla-Wagner rule. 
Each of the input nodes in Figure 6.2a represents a different color of light (for 
example, green, yellow, or orange). Depending on the pattern of inputs, activity 
may be evoked in the output node; strong activity in this output node will cause 
the model to generate a response. 
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sible color of light, making this a 
discrete-component representation.
Active nodes and weights are 
shown in red. (a) The network is 
first trained to respond to a yellow 
light, which activates the “yellow” 
input node. At the end of training, 
the weight from the “yellow” input 
node to the output node is strong 
(illustrated by a thick red line). 
(b) When a novel yellow-orange 
light is presented to the network, 
the yellow-orange light activates 
a different input node. This input 
node has never had its weight 
strengthened, and so it does not 
cause activation in the output 
node. Thus, the discrete-component 
network does not produce any 
response to the yellow-orange 
light despite the similarity to the 
trained yellow light. This model 
does not account for the general-
ization gradient seen in pigeons 
that is shown in Figure 6.1.
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Before training, the weights from all the input nodes to the output node are 
set to 0.0, meaning that there are no prior associations between any of the lights 
and the response. Each training trial is modeled by activating the yellow-light 
input node, letting the activation from that node be multiplied by the yellow-
response associative weight and then updating this weight based on the differ-
ence between the actual output activation and the ideal output activation (1 in 
this case because it should respond on every trial with the light cue). If the model 
is given repeated training trials of this sort over and over, in which the yellow 
light is presented followed by a reward, then the weight of the association con-
necting the yellow node to the response node will increase until it has a value 
of close to 1.0. Figure 6.2a displays the weight from the yellow node as being 
thicker than the others, to represent this greater weight.

Figure 6.2b shows what happens when this model is now tested with pre-
sentation of a novel yellow-orange light. There is still a strong 1.0 weight from 
the yellow node to the output node (because of the previous training), but 
that weight is not active (because a pure yellow light is not presented during 
this new test trial). Instead, only the yellow-orange input node is active, and it 
causes no activity in the output node because the weight from this input node is 
still 0.0. Thus, the model will produce no response to the yellow-orange light, 
even though that stimulus is very similar to the trained yellow light. In fact, this 
model will produce no response to any stimulus other than the original yellow 
training stimulus and so shows no generalization. The result would be a general-
ization gradient as shown in Figure 6.3: the model produces strong (about 80%) 
responding to the yellow test stimulus but no (0%) responding to any other 
color. This does not look like the more gently sloping generalization gradient 
obtained from Guttman and Kalish’s pigeons, seen in Figure 6.1. Clearly, the 
model in Figure 6.2 is wrong: it predicts a generalization gradient that is totally 
at odds with what Guttman and Kalish actually found.

This analysis suggests that the simple models based on the Rescorla-Wagner 
rule are limited in scope. They are useful for describing, understanding, and 
predicting how organisms learn about highly dissimilar stimuli, such as a tone 
and a light, but they don’t work as well with stimuli that have some inherent 
similarity, such as lights of different colors. Do we throw out the old models 
when we run into a problem like this and simply assume that the Rescorla-
Wagner rule is wrong? Not necessarily. Instead, given the otherwise wide range 
of success of this learning model, researchers have tried to extend it to account 
for generalization gradients. In this way, simple models can be considered to 
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gradient produced by the discrete-
component network of Figure 6.2 The 
discrete-component network gives no 
response to the yellow-orange light despite 
the similarity in color to the previously 
trained yellow light. It only responds to the 
trained “yellow” stimulus. In other words, 
this simple network fails to show a smooth 
generalization gradient like that shown by 
the pigeons in Figure 6.1.
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Before training, the weights from all the input nodes to the output node are 
set to 0.0, meaning that there are no prior associations between any of the lights 
and the response. Each training trial is modeled by activating the yellow-light 
input node, letting the activation from that node be multiplied by the yellow-
response associative weight and then updating this weight based on the differ-
ence between the actual output activation and the ideal output activation (1 in 
this case because it should respond on every trial with the light cue). If the model 
is given repeated training trials of this sort over and over, in which the yellow 
light is presented followed by a reward, then the weight of the association con-
necting the yellow node to the response node will increase until it has a value 
of close to 1.0. Figure 6.2a displays the weight from the yellow node as being 
thicker than the others, to represent this greater weight.

Figure 6.2b shows what happens when this model is now tested with pre-
sentation of a novel yellow-orange light. There is still a strong 1.0 weight from 
the yellow node to the output node (because of the previous training), but 
that weight is not active (because a pure yellow light is not presented during 
this new test trial). Instead, only the yellow-orange input node is active, and it 
causes no activity in the output node because the weight from this input node is 
still 0.0. Thus, the model will produce no response to the yellow-orange light, 
even though that stimulus is very similar to the trained yellow light. In fact, this 
model will produce no response to any stimulus other than the original yellow 
training stimulus and so shows no generalization. The result would be a general-
ization gradient as shown in Figure 6.3: the model produces strong (about 80%) 
responding to the yellow test stimulus but no (0%) responding to any other 
color. This does not look like the more gently sloping generalization gradient 
obtained from Guttman and Kalish’s pigeons, seen in Figure 6.1. Clearly, the 
model in Figure 6.2 is wrong: it predicts a generalization gradient that is totally 
at odds with what Guttman and Kalish actually found.

This analysis suggests that the simple models based on the Rescorla-Wagner 
rule are limited in scope. They are useful for describing, understanding, and 
predicting how organisms learn about highly dissimilar stimuli, such as a tone 
and a light, but they don’t work as well with stimuli that have some inherent 
similarity, such as lights of different colors. Do we throw out the old models 
when we run into a problem like this and simply assume that the Rescorla-
Wagner rule is wrong? Not necessarily. Instead, given the otherwise wide range 
of success of this learning model, researchers have tried to extend it to account 
for generalization gradients. In this way, simple models can be considered to 
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associative learning model from Chapter 4 to Guttman and Kalish’s pigeon 
experiment (which used similarly colored lights) provides a good illustration of 
how easily the Rescorla-Wagner model falls apart and makes erroneous predic-
tions unless you incorporate an additional assumption about how to represent 
the physical similarity of different stimuli.

Recall from Chapter 4 that when learning involves multiple cues, the 
Rescorla-Wagner model can be visualized as a simple one-layer network with 
links from the various cues to the possible outcomes, as was illustrated in 
Figure 4.15 (Gluck & Bower, 1988a). Each presentation of a trial was modeled 
by activating the corresponding input node for each stimulus cue (such as a tone), 
which then caused activation to travel through links to an output node (e.g., the 
prediction of the airpuff) while being multiplied by the associative weight on 
each link. When activation from a given input node reaches an output node, it is 
added to the incoming activations (multiplied by weights) of all the other active 
stimulus cues on that trial. Learning resulted when the associative weights on 
the links were modified at the end of each trial so as to reduce the likelihood of 
a future mismatch (or “error”) between the network’s prediction for an outcome 
(the activation in the output nodes) and the actual outcome that was presented as 
feedback on that trial by the experimenter. Thus, as described in Chapter 4, the 
Rescorla-Wagner model details a process whereby an animal or person learns to 
minimize the difference between what actually happens (the airpuff) and their 
expectation of that outcome. It is that expectation of the airpuff outcome that 
generates an anticipatory conditioned response, such as an eyeblink.

In our earlier applications of this model to classical conditioning, you saw 
how a tone and a light were identified as two distinct stimuli, each with an 
associative weight communicated from a corresponding input node to an out-
put node that produced the conditioned response. To apply the same idea to 
Guttman and Kalish’s operant pigeon paradigm, we’d need five input nodes, one 
for each of the five discrete colors that might be presented.

Figure 6.2a shows how one might model stimulus generalization using a 
simple network that has a single input node for each possible color of light (five 
are shown). This is called a discrete-component representation, meaning that 
each possible stimulus is represented by its own unique node (or “component”) 
in the model. The network also contains a single output node for the response 
and has weights from the input nodes to the output node that are modifiable by 
learning, according to a learning algorithm such as the Rescorla-Wagner rule. 
Each of the input nodes in Figure 6.2a represents a different color of light (for 
example, green, yellow, or orange). Depending on the pattern of inputs, activity 
may be evoked in the output node; strong activity in this output node will cause 
the model to generate a response. 
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Figure 6.2 A model of 
stimulus generalization, using 
discrete-component represen-
tations A first attempt to model 
stimulus generalization would 
have one input node for each pos-
sible color of light, making this a 
discrete-component representation.
Active nodes and weights are 
shown in red. (a) The network is 
first trained to respond to a yellow 
light, which activates the “yellow” 
input node. At the end of training, 
the weight from the “yellow” input 
node to the output node is strong 
(illustrated by a thick red line). 
(b) When a novel yellow-orange 
light is presented to the network, 
the yellow-orange light activates 
a different input node. This input 
node has never had its weight 
strengthened, and so it does not 
cause activation in the output 
node. Thus, the discrete-component 
network does not produce any 
response to the yellow-orange 
light despite the similarity to the 
trained yellow light. This model 
does not account for the general-
ization gradient seen in pigeons 
that is shown in Figure 6.1.
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Figure 6.4 A network model using distributed representations (a) Presentation of a colored 
light activates a unique node in the input layer of the network. Each input layer node is connected, 
through fixed (nonmodifiable) weights—shown in light blue—to several nodes in the internal representa-
tion. The seven (numbered 1 to 7) nodes in the internal representation are then connected, by modifiable 
weights, shown in gray, to a single output node. (b) First, the network is trained to respond to yellow 
light. Presentation of the stimulus activates the corresponding input node, which activates three nodes 
in the internal representation (3, 4, 5), which connect to the output node. If the yellow light is repeatedly 
paired with a reward, weights from these three active internal-representation nodes to the output node 
are strengthened. (c) Next, the network is tested with a similar stimulus (a yellow-orange light) that acti-
vates internal nodes 4, 5, and 6. Because yellow-orange and yellow share two overlapping internal rep-
resentation nodes (4 and 5), some response activation is produced at the output node. (d) An even more 
different color, orange, evokes even less overlap in the internal representation nodes because it shares 
only one common internal node (5), and thus orange evokes only weak response activation.
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Figure 6.4 A network model using distributed representations (a) Presentation of a colored 
light activates a unique node in the input layer of the network. Each input layer node is connected, 
through fixed (nonmodifiable) weights—shown in light blue—to several nodes in the internal representa-
tion. The seven (numbered 1 to 7) nodes in the internal representation are then connected, by modifiable 
weights, shown in gray, to a single output node. (b) First, the network is trained to respond to yellow 
light. Presentation of the stimulus activates the corresponding input node, which activates three nodes 
in the internal representation (3, 4, 5), which connect to the output node. If the yellow light is repeatedly 
paired with a reward, weights from these three active internal-representation nodes to the output node 
are strengthened. (c) Next, the network is tested with a similar stimulus (a yellow-orange light) that acti-
vates internal nodes 4, 5, and 6. Because yellow-orange and yellow share two overlapping internal rep-
resentation nodes (4 and 5), some response activation is produced at the output node. (d) An even more 
different color, orange, evokes even less overlap in the internal representation nodes because it shares 
only one common internal node (5), and thus orange evokes only weak response activation.
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Figure 6.4 A network model using distributed representations (a) Presentation of a colored 
light activates a unique node in the input layer of the network. Each input layer node is connected, 
through fixed (nonmodifiable) weights—shown in light blue—to several nodes in the internal representa-
tion. The seven (numbered 1 to 7) nodes in the internal representation are then connected, by modifiable 
weights, shown in gray, to a single output node. (b) First, the network is trained to respond to yellow 
light. Presentation of the stimulus activates the corresponding input node, which activates three nodes 
in the internal representation (3, 4, 5), which connect to the output node. If the yellow light is repeatedly 
paired with a reward, weights from these three active internal-representation nodes to the output node 
are strengthened. (c) Next, the network is tested with a similar stimulus (a yellow-orange light) that acti-
vates internal nodes 4, 5, and 6. Because yellow-orange and yellow share two overlapping internal rep-
resentation nodes (4 and 5), some response activation is produced at the output node. (d) An even more 
different color, orange, evokes even less overlap in the internal representation nodes because it shares 
only one common internal node (5), and thus orange evokes only weak response activation.
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Figure 6.4 A network model using distributed representations (a) Presentation of a colored 
light activates a unique node in the input layer of the network. Each input layer node is connected, 
through fixed (nonmodifiable) weights—shown in light blue—to several nodes in the internal representa-
tion. The seven (numbered 1 to 7) nodes in the internal representation are then connected, by modifiable 
weights, shown in gray, to a single output node. (b) First, the network is trained to respond to yellow 
light. Presentation of the stimulus activates the corresponding input node, which activates three nodes 
in the internal representation (3, 4, 5), which connect to the output node. If the yellow light is repeatedly 
paired with a reward, weights from these three active internal-representation nodes to the output node 
are strengthened. (c) Next, the network is tested with a similar stimulus (a yellow-orange light) that acti-
vates internal nodes 4, 5, and 6. Because yellow-orange and yellow share two overlapping internal rep-
resentation nodes (4 and 5), some response activation is produced at the output node. (d) An even more 
different color, orange, evokes even less overlap in the internal representation nodes because it shares 
only one common internal node (5), and thus orange evokes only weak response activation.
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 representation nodes 3, 4, and 5 to the output node. Presentation of a yellow 
light now activates nodes 3, 4, and 5, which in turn results in a net response 
activation of 1.0 in the output node, that being the sum of these three weights. 
(Note that the weights from internal representation nodes that have never been 
activated or associated with reward remain at their initial value of 0.)

Compare the distributed network in Figure 6.4b, which was trained to respond 
to a yellow light, with the discrete-component network from Figure 6.2b, which 
was trained with the very same stimulus and outcome pairings. In the distrib-
uted network of Figure 6.4b, the learning is distributed over weights from three 
internal representation nodes, each with a trained weight of 0.33; in contrast, the 
discrete-component network in Figure 6.2 localizes this same respond-to-yellow 
rule into a single weight of 1.0 from one input node. Both network models give 
a response of 1.0 when the original yellow light is presented.

The difference between the distributed network of Figure 6.4 and the 
discrete-component network of Figure 6.2 becomes apparent only on presenta-
tion of stimuli that are similar—but not identical—to the trained stimulus. The 
distributed network is able to generalize. This generalization behavior can be 
assessed by testing a yellow-orange light, as shown in Figure 6.4c. Here, yellow-
orange activates an internal representation that has considerable overlap with 
the representation activated by the trained yellow light. Specifically, both nodes 
4 and 5 are also activated by the yellow-orange light, and each of these internal 
representation nodes will contribute to partially activate the output node. As a 
result, a reasonably strong output node activation of 0.66 results, proportional 
to the two-thirds degree of overlap between the representations for yellow and 
yellow-orange light. If the same network was tested with orange light, there 
would be less overlap with the representation of yellow light and a consequently 
weaker response of 0.33 (as shown in Figure 6.4d).

Figure 6.5 shows that when this model is used to generate responses to 
a series of novel lights, it produces a stimulus-generalization gradient that 
decreases smoothly for stimuli of increasing distance from the trained stimulus, 
similar to the pigeons’ generalization gradient shown in Figure 6.1. This ability 
to capture animals’ and humans’ natural tendency to generalize—that is, to treat 
similar stimuli similarly—contrasts markedly with the (lack of a) generalization 
gradient in Figure 6.3, which was produced using the network that had only 
discrete-component rep resentation. Thus, even though the two models can 
learn the same initial task (respond to yellow light), they differ considerably in 
their generalization performance. 
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representation model 
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shown in Figure 6.1.
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 representation nodes 3, 4, and 5 to the output node. Presentation of a yellow 
light now activates nodes 3, 4, and 5, which in turn results in a net response 
activation of 1.0 in the output node, that being the sum of these three weights. 
(Note that the weights from internal representation nodes that have never been 
activated or associated with reward remain at their initial value of 0.)

Compare the distributed network in Figure 6.4b, which was trained to respond 
to a yellow light, with the discrete-component network from Figure 6.2b, which 
was trained with the very same stimulus and outcome pairings. In the distrib-
uted network of Figure 6.4b, the learning is distributed over weights from three 
internal representation nodes, each with a trained weight of 0.33; in contrast, the 
discrete-component network in Figure 6.2 localizes this same respond-to-yellow 
rule into a single weight of 1.0 from one input node. Both network models give 
a response of 1.0 when the original yellow light is presented.

The difference between the distributed network of Figure 6.4 and the 
discrete-component network of Figure 6.2 becomes apparent only on presenta-
tion of stimuli that are similar—but not identical—to the trained stimulus. The 
distributed network is able to generalize. This generalization behavior can be 
assessed by testing a yellow-orange light, as shown in Figure 6.4c. Here, yellow-
orange activates an internal representation that has considerable overlap with 
the representation activated by the trained yellow light. Specifically, both nodes 
4 and 5 are also activated by the yellow-orange light, and each of these internal 
representation nodes will contribute to partially activate the output node. As a 
result, a reasonably strong output node activation of 0.66 results, proportional 
to the two-thirds degree of overlap between the representations for yellow and 
yellow-orange light. If the same network was tested with orange light, there 
would be less overlap with the representation of yellow light and a consequently 
weaker response of 0.33 (as shown in Figure 6.4d).

Figure 6.5 shows that when this model is used to generate responses to 
a series of novel lights, it produces a stimulus-generalization gradient that 
decreases smoothly for stimuli of increasing distance from the trained stimulus, 
similar to the pigeons’ generalization gradient shown in Figure 6.1. This ability 
to capture animals’ and humans’ natural tendency to generalize—that is, to treat 
similar stimuli similarly—contrasts markedly with the (lack of a) generalization 
gradient in Figure 6.3, which was produced using the network that had only 
discrete-component rep resentation. Thus, even though the two models can 
learn the same initial task (respond to yellow light), they differ considerably in 
their generalization performance. 
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 representation nodes 3, 4, and 5 to the output node. Presentation of a yellow 
light now activates nodes 3, 4, and 5, which in turn results in a net response 
activation of 1.0 in the output node, that being the sum of these three weights. 
(Note that the weights from internal representation nodes that have never been 
activated or associated with reward remain at their initial value of 0.)

Compare the distributed network in Figure 6.4b, which was trained to respond 
to a yellow light, with the discrete-component network from Figure 6.2b, which 
was trained with the very same stimulus and outcome pairings. In the distrib-
uted network of Figure 6.4b, the learning is distributed over weights from three 
internal representation nodes, each with a trained weight of 0.33; in contrast, the 
discrete-component network in Figure 6.2 localizes this same respond-to-yellow 
rule into a single weight of 1.0 from one input node. Both network models give 
a response of 1.0 when the original yellow light is presented.

The difference between the distributed network of Figure 6.4 and the 
discrete-component network of Figure 6.2 becomes apparent only on presenta-
tion of stimuli that are similar—but not identical—to the trained stimulus. The 
distributed network is able to generalize. This generalization behavior can be 
assessed by testing a yellow-orange light, as shown in Figure 6.4c. Here, yellow-
orange activates an internal representation that has considerable overlap with 
the representation activated by the trained yellow light. Specifically, both nodes 
4 and 5 are also activated by the yellow-orange light, and each of these internal 
representation nodes will contribute to partially activate the output node. As a 
result, a reasonably strong output node activation of 0.66 results, proportional 
to the two-thirds degree of overlap between the representations for yellow and 
yellow-orange light. If the same network was tested with orange light, there 
would be less overlap with the representation of yellow light and a consequently 
weaker response of 0.33 (as shown in Figure 6.4d).

Figure 6.5 shows that when this model is used to generate responses to 
a series of novel lights, it produces a stimulus-generalization gradient that 
decreases smoothly for stimuli of increasing distance from the trained stimulus, 
similar to the pigeons’ generalization gradient shown in Figure 6.1. This ability 
to capture animals’ and humans’ natural tendency to generalize—that is, to treat 
similar stimuli similarly—contrasts markedly with the (lack of a) generalization 
gradient in Figure 6.3, which was produced using the network that had only 
discrete-component rep resentation. Thus, even though the two models can 
learn the same initial task (respond to yellow light), they differ considerably in 
their generalization performance. 
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When Similar Stimuli Predict Similar Outcomes
Using a situation comparable in structure to the problem of Sabrina and her veg-
etables, Harry Guttman and Norman Kalish trained pigeons to peck at a yellow 
light for food reinforcement (Guttman & Kalish, 1956). They then tested what 
the pigeons had learned by showing them, in each of a succession of test trials, a 
single colored light that was either green, yellow, orange, or one of the in-between 
colors yellow-green or yellow-orange. By counting how often the pigeons pecked 
at each color, the investigators were able to measure how the similarity of the 
color to the yellow training stimulus affected the amount of pecking. Because 
the sensation of color results from physically different wavelengths of light—for 
example, yellow light has a wavelength of 580 nanometers (nm)—researchers can 
compare colors in terms of wavelengths. In this case, the colors ranged along a 
physical continuum from green (520 nm) to orange (620 nm).

Figure 6.1 shows how the pigeons responded. Not surprisingly, the pigeons 
pecked most at the stimulus on which they were trained: the yellow light, with its 
wavelength of 580 nm. However, the pigeons also responded to lights of other 
colors. Lights most similar to yellow (as measured by wavelength) produced the 
next-highest levels of responding. As the colors grew increasingly different from 
the original training stimulus (yellow), responding decreased rapidly.

The curve seen in Figure 6.1 is a generalization gradient, a curve showing 
how changes in the physical properties of stimuli (plotted on the horizontal 
axis) correspond to changes in responding (plotted on the vertical axis). The 
curve is called a “gradient” because it generally shows that an animal’s response 
changes in a graded fashion that depends on the degree of similarity between a 
test stimulus and the original training stimulus. After training in which a single 
stimulus (such as a light of a particular color) has been reinforced repeatedly, 
generalization gradients around that trained stimulus show a peak, or point of 
maximal responding, corresponding to the original stimulus on which the ani-
mal was trained. This responding drops off rapidly as the test stimuli become 
less and less similar to the training stimulus. 

From looking at a generalization gradient, you can deduce to what degree 
animals (including people) expect similar outcomes for stimuli that vary in some 
physical property, such as light wavelength. Thus, a generalization gradient is 
often taken to be a measure of the animal’s or person’s perception of similarity, 
in that if two stimuli are perceived as being highly similar (or identical) there 
will be significant generalization between them.
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Figure 6.1 Stimulus-generalization 
gradients in pigeons Pigeons were 
trained to peck at a yellow light, having a 
wavelength of about 580 nm. When the 
pigeons were tested with other colors of 
light, their response rates decreased as the 
colors (wavelengths) departed farther from 
the trained color. 
Adapted from Guttman & Kalish, 1956, pp. 79–88.
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(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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Figure 6.6 Generalization 
gradients following discrimi-
nation training (a) Data from 
study in which one group of pigeons 
learned that a 1,000-Hz tone 
signaled that key pecks would be 
reinforced; these birds showed a 
typical generalization gradient when 
tested with novel tones. A second 
group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 

(b) Examples of the proto-
typical category A and category 
B exemplars used in the Wills 
and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
training. 
Adapted from Wills & McLaren, 1997.
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(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 
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and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
training. 
Adapted from Wills & McLaren, 1997.

Co
ur

te
sy

 o
f C

at
he

rin
e 

M
ye

rs
, b

as
ed

 o
n 

de
si

gn
 in

 W
ill

s 
&

 M
cL

ar
en

, 1
99

7

Gluck2e_CH06.indd   221Gluck2e_CH06.indd   221 30/11/12   2:04 PM30/11/12   2:04 PM

Discrimination training

Can you expect their behavioral results?



DISCRIMINATION TRAINING

BEHAVIORAL PROCESSES | 221

(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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typical generalization gradient when 
tested with novel tones. A second 
group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 

(b) Examples of the proto-
typical category A and category 
B exemplars used in the Wills 
and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
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Adapted from Wills & McLaren, 1997.
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(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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Figure 6.6 Generalization 
gradients following discrimi-
nation training (a) Data from 
study in which one group of pigeons 
learned that a 1,000-Hz tone 
signaled that key pecks would be 
reinforced; these birds showed a 
typical generalization gradient when 
tested with novel tones. A second 
group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 

(b) Examples of the proto-
typical category A and category 
B exemplars used in the Wills 
and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
training. 
Adapted from Wills & McLaren, 1997.
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(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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Figure 6.6 Generalization 
gradients following discrimi-
nation training (a) Data from 
study in which one group of pigeons 
learned that a 1,000-Hz tone 
signaled that key pecks would be 
reinforced; these birds showed a 
typical generalization gradient when 
tested with novel tones. A second 
group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 

(b) Examples of the proto-
typical category A and category 
B exemplars used in the Wills 
and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
training. 
Adapted from Wills & McLaren, 1997.
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(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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Figure 6.6 Generalization 
gradients following discrimi-
nation training (a) Data from 
study in which one group of pigeons 
learned that a 1,000-Hz tone 
signaled that key pecks would be 
reinforced; these birds showed a 
typical generalization gradient when 
tested with novel tones. A second 
group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 

(b) Examples of the proto-
typical category A and category 
B exemplars used in the Wills 
and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
training. 
Adapted from Wills & McLaren, 1997.
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(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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Figure 6.6 Generalization 
gradients following discrimi-
nation training (a) Data from 
study in which one group of pigeons 
learned that a 1,000-Hz tone 
signaled that key pecks would be 
reinforced; these birds showed a 
typical generalization gradient when 
tested with novel tones. A second 
group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 

(b) Examples of the proto-
typical category A and category 
B exemplars used in the Wills 
and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
training. 
Adapted from Wills & McLaren, 1997.
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(discrimination)? This is a fundamental problem in psychology, and the ensuing 
discussion reviews some of what psychologists have learned about it from years 
of careful studies of generalization in animals and humans.

Discrimination Training and Learned Specificity
Chapter 3 introduced discrimination training with examples of people learn-
ing to increase their sensitivity to subtle variations in stimuli. We turn now to 
look more closely at this phenomenon and what it tells us about mechanisms 
for learning and generalization. One important study in this area, conducted 
by Herbert Jenkins, a Canadian psychologist, was based on the behavior of two 
groups of pigeons. One group received standard training in which a 1,000-hertz 
(Hz) tone signaled that pecking a key would result in food delivery (Jenkins 
& Harrison, 1962). Because the birds only received the food after pecking the 
key, the food reinforcement was contingent on the birds’ behavior. Recall from 
Chapter 5 that this operant conditioning can be described as

S (1,000-Hz tone) → R (key peck) → O (food)
The second group of pigeons received discrimination training, in which 

one of two different (but similar) stimuli was presented on each trial. For these 
pigeons, the 1,000-Hz tone signaled that a key peck would result in food rein-
forcement, but another, very similar tone of 950 Hz signaled that a key peck 
would not result in food reinforcement:

S (1,000-Hz tone) → R (key peck) → O (food)

S (950-Hz tone) → R (key peck) → O (no food)
Following this training, both groups of pigeons were given test trials with 

new tones, ranging from very low frequency (300 Hz) tones to very high fre-
quency (3,500 Hz) tones. The experimenters measured how frequently the 
birds pecked in response to each test tone. As shown in Figure 6.6a, the group 
receiving training with a single tone showed a broad, bell-shaped generaliza-
tion gradient similar to what Guttman and Kalish found for light stimuli (see 
Figure 6.1).
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Figure 6.6 Generalization 
gradients following discrimi-
nation training (a) Data from 
study in which one group of pigeons 
learned that a 1,000-Hz tone 
signaled that key pecks would be 
reinforced; these birds showed a 
typical generalization gradient when 
tested with novel tones. A second 
group of pigeons learned that the 
1,000-Hz tone signaled that pecks 
would be rewarded but that the (very 
similar) 950-Hz tone signaled no 
reward (“discrimination training”); 
these birds showed a much steeper 
generalization gradient. 
Adapted from Jenkins and Harrison, 1962. 

(b) Examples of the proto-
typical category A and category 
B exemplars used in the Wills 
and McLaren (1997) categoriza-
tion study, and a graph showing 
generalization gradients follow-
ing discrimination versus A-only 
training. 
Adapted from Wills & McLaren, 1997.

Co
ur

te
sy

 o
f C

at
he

rin
e 

M
ye

rs
, b

as
ed

 o
n 

de
si

gn
 in

 W
ill

s 
&

 M
cL

ar
en

, 1
99

7

Gluck2e_CH06.indd   221Gluck2e_CH06.indd   221 30/11/12   2:04 PM30/11/12   2:04 PM

Two learning groups:
Training on A only
A vs. B discrimination training
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One study (Hanson, 1959) looked at this very issue, albeit using pigeons and 
colored lights, not marital prospects. Pigeons were trained to peck at a 550-nm 
light (for which they received food reward) until they were responding reliably 
and consistently to this stimulus (a form of operant conditioning). Some of these 
pigeons (the control group, also called the S! group) received only this train-
ing, while another group (the experimental group, or S") were given additional 
discrimination trials with a very similar light, at 555 nm, that was not reinforced. 
Both groups of pigeons were later tested with probe trials using a full range of 
different-colored lights, measuring from 480 to 620 nm. The results are shown 
in Figure 6.7.

As you can see, the peak responding of the experimental animals shifted away 
from the nonreinforced stimulus, an effect that is therefore called peak shift. It 
has been observed in many different discrimination paradigms in which stimuli 
vary along some physical continuum, such as color, brightness, tone, pitch, tilt, 
or numerosity. Experimental studies of peak shifts in learning are not limited 
to pigeons pecking, either. Peak shift effects have been observed in bees (Lynn, 
Cnaani, & Papaj, 2005), horses (Dougherty & Lewis, 1991), rats, goldfish, 
guinea pigs, chickens, pigeons, and humans (Purtle, 1973). Studies in humans 
have found evidence of peak shift effects in discriminating complex categories 
(McLaren & Mackintosh, 2002; Wills & Mackintosh, 1998), pictures of faces 
that morph along a complex visuospatial dimension (Spetch, Cheng, & Clifford, 
2004), and complex acoustic sounds that vary in time (Wisniewski, Church, & 
Mercado, 2009).

Why does peak shift occur so ubiquitously in animal and human discrimina-
tion learning? Kenneth Spence (1937) suggested an interpretation of the peak 
shift phenomenon that demonstrates how it might arise from the summation of 
cue-outcome associations. 

As schematized in Figure 6.8, Spence proposed that a positive generalization 
gradient develops around S! and that an inhibitory gradient develops around 
S", each emerging as a result of the fact that each of the two stimuli activates 
a range of elements shared with stimuli above and below it, as hypothesized in 
Figure 6.4. If the net associative strength for any test stimulus is the difference 
between the excitatory gradient formed around S! and the inhibitory gradient 
formed around S" and if these two gradients overlap considerably, then the 
greatest net positive strength will be to the left of S! because this region is 
both close to S! (550) and farther away from S" (555). The peak shift is the 
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Figure 6.7 Peak shift 
following discrimination 
training along a physical con-
tinuum Pigeons were reinforced 
for pecking in the presence of 
a 550-nm light and then were 
divided into two groups. One 
group received only this training 
(the control, or S!, group), while 
the other received discrimination 
training in which the 550-nm lights 
were positively reinforced while 
a similar 555-nm light was nega-
tively reinforced (the S" group). 
Adapted from Hanson, 1959, Journal of 
Experimental Psychology, 58, pp. 321–333.
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One study (Hanson, 1959) looked at this very issue, albeit using pigeons and 
colored lights, not marital prospects. Pigeons were trained to peck at a 550-nm 
light (for which they received food reward) until they were responding reliably 
and consistently to this stimulus (a form of operant conditioning). Some of these 
pigeons (the control group, also called the S! group) received only this train-
ing, while another group (the experimental group, or S") were given additional 
discrimination trials with a very similar light, at 555 nm, that was not reinforced. 
Both groups of pigeons were later tested with probe trials using a full range of 
different-colored lights, measuring from 480 to 620 nm. The results are shown 
in Figure 6.7.

As you can see, the peak responding of the experimental animals shifted away 
from the nonreinforced stimulus, an effect that is therefore called peak shift. It 
has been observed in many different discrimination paradigms in which stimuli 
vary along some physical continuum, such as color, brightness, tone, pitch, tilt, 
or numerosity. Experimental studies of peak shifts in learning are not limited 
to pigeons pecking, either. Peak shift effects have been observed in bees (Lynn, 
Cnaani, & Papaj, 2005), horses (Dougherty & Lewis, 1991), rats, goldfish, 
guinea pigs, chickens, pigeons, and humans (Purtle, 1973). Studies in humans 
have found evidence of peak shift effects in discriminating complex categories 
(McLaren & Mackintosh, 2002; Wills & Mackintosh, 1998), pictures of faces 
that morph along a complex visuospatial dimension (Spetch, Cheng, & Clifford, 
2004), and complex acoustic sounds that vary in time (Wisniewski, Church, & 
Mercado, 2009).

Why does peak shift occur so ubiquitously in animal and human discrimina-
tion learning? Kenneth Spence (1937) suggested an interpretation of the peak 
shift phenomenon that demonstrates how it might arise from the summation of 
cue-outcome associations. 

As schematized in Figure 6.8, Spence proposed that a positive generalization 
gradient develops around S! and that an inhibitory gradient develops around 
S", each emerging as a result of the fact that each of the two stimuli activates 
a range of elements shared with stimuli above and below it, as hypothesized in 
Figure 6.4. If the net associative strength for any test stimulus is the difference 
between the excitatory gradient formed around S! and the inhibitory gradient 
formed around S" and if these two gradients overlap considerably, then the 
greatest net positive strength will be to the left of S! because this region is 
both close to S! (550) and farther away from S" (555). The peak shift is the 
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Figure 6.7 Peak shift 
following discrimination 
training along a physical con-
tinuum Pigeons were reinforced 
for pecking in the presence of 
a 550-nm light and then were 
divided into two groups. One 
group received only this training 
(the control, or S!, group), while 
the other received discrimination 
training in which the 550-nm lights 
were positively reinforced while 
a similar 555-nm light was nega-
tively reinforced (the S" group). 
Adapted from Hanson, 1959, Journal of 
Experimental Psychology, 58, pp. 321–333.
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Pigeons again…
550-nm light => food reward
555-nm light => no reward

Two questions:
Why does peak shift occur so ubiquitously in animal discrimination learning?

How to sum up of cue-outcome associations?
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 movement between the previous maximal responding to S! at the red vertical 
line to the new point of maximal responding at the blue vertical line shown in 
Figure 6.8. This is analogous to arguing that Lisa will like 5'9" Marcus the most 
because he is very similar to the 5'10" men she liked (Ian and Jim) and very dis-
similar from the 5'11" Mauricio and Bart, whom she rejected.

Peak Shift and the Rescorla-Wagner Model in Fixed-Ratio 
Operant Conditioning
Another form of peak shift can be seen in a very clever study by Donald S. 
Blough in which hungry pigeons were trained to peck keys illuminated with dif-
ferent lights (Blough, 1975). Key pecks to lights at wavelengths below 597 nm 
were reinforced with a food reward on 1/12 of the trials, whereas key pecks to 
lights that were above 597 nm were reinforced with a food reward on 1/3 of the 
trials. As you may recall from Chapter 5, this is a form of fixed ratio (FR) oper-
ant conditioning. In this case, two different fixed-ratio schedules were used—
one for below 597 nm and one for above 597 nm. According to the matching law 
of probabilistic reinforcement (see Chapter 4), you might expect pigeons to peck 
at lights below 597 nm 1/12 (8.3%) of the time and to peck at lights above this 
wavelength 1/3 (33%) of the time. This is approximately what Blough found. 
But more interesting were the peak-shift bulges (identified by arrows) in rates of 
responding seen on either side of 597 nm, as shown in Figure 6.9a.

Blough (1975) elaborated on the key idea of Spence’s theory to show how 
this peak-shift-like effect could emerge from interaction between the shared-
elements mechanism for similarity (presented above) and the error-correction 
learning mechanisms of the Rescorla-Wagner learning rule (introduced in 
Chapter 4). In the analysis of his pigeon data, Blough points out that a very 
important property of the Rescorla-Wagner model is its expectation that 
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lished around the S! and S", respectively. The net association 
is presumed to be the sum of these gradients, calculated by sub-
tracting the level of inhibition from the level of excitation at each 
point along the stimulus domain. The peak shift is the movement 
between the previous maximal responding to S! at the right 
vertical line to the new point of maximal responding at the left 
vertical line.

Figure 6.9 Peak shift 
effect in fixed ratio condition-
ing (a) Response rates of three 
pigeons to lights varying in wave-
length. The vertical line separates 
the high- and low-reinforcement 
stimuli. Note the trough and peak 
to the left and right of that line 
in both graphs (identified by the 
arrows), a peak-shift-like effect 
seen in this form of fixed ratio 
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Rescorla-Wagner rule for dis-
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Adapted from Blough, 1975. 
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line to the new point of maximal responding at the blue vertical line shown in 
Figure 6.8. This is analogous to arguing that Lisa will like 5'9" Marcus the most 
because he is very similar to the 5'10" men she liked (Ian and Jim) and very dis-
similar from the 5'11" Mauricio and Bart, whom she rejected.

Peak Shift and the Rescorla-Wagner Model in Fixed-Ratio 
Operant Conditioning
Another form of peak shift can be seen in a very clever study by Donald S. 
Blough in which hungry pigeons were trained to peck keys illuminated with dif-
ferent lights (Blough, 1975). Key pecks to lights at wavelengths below 597 nm 
were reinforced with a food reward on 1/12 of the trials, whereas key pecks to 
lights that were above 597 nm were reinforced with a food reward on 1/3 of the 
trials. As you may recall from Chapter 5, this is a form of fixed ratio (FR) oper-
ant conditioning. In this case, two different fixed-ratio schedules were used—
one for below 597 nm and one for above 597 nm. According to the matching law 
of probabilistic reinforcement (see Chapter 4), you might expect pigeons to peck 
at lights below 597 nm 1/12 (8.3%) of the time and to peck at lights above this 
wavelength 1/3 (33%) of the time. This is approximately what Blough found. 
But more interesting were the peak-shift bulges (identified by arrows) in rates of 
responding seen on either side of 597 nm, as shown in Figure 6.9a.

Blough (1975) elaborated on the key idea of Spence’s theory to show how 
this peak-shift-like effect could emerge from interaction between the shared-
elements mechanism for similarity (presented above) and the error-correction 
learning mechanisms of the Rescorla-Wagner learning rule (introduced in 
Chapter 4). In the analysis of his pigeon data, Blough points out that a very 
important property of the Rescorla-Wagner model is its expectation that 
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lished around the S! and S", respectively. The net association 
is presumed to be the sum of these gradients, calculated by sub-
tracting the level of inhibition from the level of excitation at each 
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vertical line to the new point of maximal responding at the left 
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 movement between the previous maximal responding to S! at the red vertical 
line to the new point of maximal responding at the blue vertical line shown in 
Figure 6.8. This is analogous to arguing that Lisa will like 5'9" Marcus the most 
because he is very similar to the 5'10" men she liked (Ian and Jim) and very dis-
similar from the 5'11" Mauricio and Bart, whom she rejected.

Peak Shift and the Rescorla-Wagner Model in Fixed-Ratio 
Operant Conditioning
Another form of peak shift can be seen in a very clever study by Donald S. 
Blough in which hungry pigeons were trained to peck keys illuminated with dif-
ferent lights (Blough, 1975). Key pecks to lights at wavelengths below 597 nm 
were reinforced with a food reward on 1/12 of the trials, whereas key pecks to 
lights that were above 597 nm were reinforced with a food reward on 1/3 of the 
trials. As you may recall from Chapter 5, this is a form of fixed ratio (FR) oper-
ant conditioning. In this case, two different fixed-ratio schedules were used—
one for below 597 nm and one for above 597 nm. According to the matching law 
of probabilistic reinforcement (see Chapter 4), you might expect pigeons to peck 
at lights below 597 nm 1/12 (8.3%) of the time and to peck at lights above this 
wavelength 1/3 (33%) of the time. This is approximately what Blough found. 
But more interesting were the peak-shift bulges (identified by arrows) in rates of 
responding seen on either side of 597 nm, as shown in Figure 6.9a.

Blough (1975) elaborated on the key idea of Spence’s theory to show how 
this peak-shift-like effect could emerge from interaction between the shared-
elements mechanism for similarity (presented above) and the error-correction 
learning mechanisms of the Rescorla-Wagner learning rule (introduced in 
Chapter 4). In the analysis of his pigeon data, Blough points out that a very 
important property of the Rescorla-Wagner model is its expectation that 
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is presumed to be the sum of these gradients, calculated by sub-
tracting the level of inhibition from the level of excitation at each 
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between the previous maximal responding to S! at the right 
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line to the new point of maximal responding at the blue vertical line shown in 
Figure 6.8. This is analogous to arguing that Lisa will like 5'9" Marcus the most 
because he is very similar to the 5'10" men she liked (Ian and Jim) and very dis-
similar from the 5'11" Mauricio and Bart, whom she rejected.

Peak Shift and the Rescorla-Wagner Model in Fixed-Ratio 
Operant Conditioning
Another form of peak shift can be seen in a very clever study by Donald S. 
Blough in which hungry pigeons were trained to peck keys illuminated with dif-
ferent lights (Blough, 1975). Key pecks to lights at wavelengths below 597 nm 
were reinforced with a food reward on 1/12 of the trials, whereas key pecks to 
lights that were above 597 nm were reinforced with a food reward on 1/3 of the 
trials. As you may recall from Chapter 5, this is a form of fixed ratio (FR) oper-
ant conditioning. In this case, two different fixed-ratio schedules were used—
one for below 597 nm and one for above 597 nm. According to the matching law 
of probabilistic reinforcement (see Chapter 4), you might expect pigeons to peck 
at lights below 597 nm 1/12 (8.3%) of the time and to peck at lights above this 
wavelength 1/3 (33%) of the time. This is approximately what Blough found. 
But more interesting were the peak-shift bulges (identified by arrows) in rates of 
responding seen on either side of 597 nm, as shown in Figure 6.9a.

Blough (1975) elaborated on the key idea of Spence’s theory to show how 
this peak-shift-like effect could emerge from interaction between the shared-
elements mechanism for similarity (presented above) and the error-correction 
learning mechanisms of the Rescorla-Wagner learning rule (introduced in 
Chapter 4). In the analysis of his pigeon data, Blough points out that a very 
important property of the Rescorla-Wagner model is its expectation that 
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that the peak shift arises through the combination of excitatory 
and inhibitory stimulus-generalization gradients that are estab-
lished around the S! and S", respectively. The net association 
is presumed to be the sum of these gradients, calculated by sub-
tracting the level of inhibition from the level of excitation at each 
point along the stimulus domain. The peak shift is the movement 
between the previous maximal responding to S! at the right 
vertical line to the new point of maximal responding at the left 
vertical line.

Figure 6.9 Peak shift 
effect in fixed ratio condition-
ing (a) Response rates of three 
pigeons to lights varying in wave-
length. The vertical line separates 
the high- and low-reinforcement 
stimuli. Note the trough and peak 
to the left and right of that line 
in both graphs (identified by the 
arrows), a peak-shift-like effect 
seen in this form of fixed ratio 
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output node activations from the 
Rescorla-Wagner rule for dis-
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Adapted from Blough, 1975. 
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line to the new point of maximal responding at the blue vertical line shown in 
Figure 6.8. This is analogous to arguing that Lisa will like 5'9" Marcus the most 
because he is very similar to the 5'10" men she liked (Ian and Jim) and very dis-
similar from the 5'11" Mauricio and Bart, whom she rejected.

Peak Shift and the Rescorla-Wagner Model in Fixed-Ratio 
Operant Conditioning
Another form of peak shift can be seen in a very clever study by Donald S. 
Blough in which hungry pigeons were trained to peck keys illuminated with dif-
ferent lights (Blough, 1975). Key pecks to lights at wavelengths below 597 nm 
were reinforced with a food reward on 1/12 of the trials, whereas key pecks to 
lights that were above 597 nm were reinforced with a food reward on 1/3 of the 
trials. As you may recall from Chapter 5, this is a form of fixed ratio (FR) oper-
ant conditioning. In this case, two different fixed-ratio schedules were used—
one for below 597 nm and one for above 597 nm. According to the matching law 
of probabilistic reinforcement (see Chapter 4), you might expect pigeons to peck 
at lights below 597 nm 1/12 (8.3%) of the time and to peck at lights above this 
wavelength 1/3 (33%) of the time. This is approximately what Blough found. 
But more interesting were the peak-shift bulges (identified by arrows) in rates of 
responding seen on either side of 597 nm, as shown in Figure 6.9a.

Blough (1975) elaborated on the key idea of Spence’s theory to show how 
this peak-shift-like effect could emerge from interaction between the shared-
elements mechanism for similarity (presented above) and the error-correction 
learning mechanisms of the Rescorla-Wagner learning rule (introduced in 
Chapter 4). In the analysis of his pigeon data, Blough points out that a very 
important property of the Rescorla-Wagner model is its expectation that 
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and inhibitory stimulus-generalization gradients that are estab-
lished around the S! and S", respectively. The net association 
is presumed to be the sum of these gradients, calculated by sub-
tracting the level of inhibition from the level of excitation at each 
point along the stimulus domain. The peak shift is the movement 
between the previous maximal responding to S! at the right 
vertical line to the new point of maximal responding at the left 
vertical line.

Figure 6.9 Peak shift 
effect in fixed ratio condition-
ing (a) Response rates of three 
pigeons to lights varying in wave-
length. The vertical line separates 
the high- and low-reinforcement 
stimuli. Note the trough and peak 
to the left and right of that line 
in both graphs (identified by the 
arrows), a peak-shift-like effect 
seen in this form of fixed ratio 
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output node activations from the 
Rescorla-Wagner rule for dis-
crimination training applied to a 
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Adapted from Blough, 1975. 
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 movement between the previous maximal responding to S! at the red vertical 
line to the new point of maximal responding at the blue vertical line shown in 
Figure 6.8. This is analogous to arguing that Lisa will like 5'9" Marcus the most 
because he is very similar to the 5'10" men she liked (Ian and Jim) and very dis-
similar from the 5'11" Mauricio and Bart, whom she rejected.

Peak Shift and the Rescorla-Wagner Model in Fixed-Ratio 
Operant Conditioning
Another form of peak shift can be seen in a very clever study by Donald S. 
Blough in which hungry pigeons were trained to peck keys illuminated with dif-
ferent lights (Blough, 1975). Key pecks to lights at wavelengths below 597 nm 
were reinforced with a food reward on 1/12 of the trials, whereas key pecks to 
lights that were above 597 nm were reinforced with a food reward on 1/3 of the 
trials. As you may recall from Chapter 5, this is a form of fixed ratio (FR) oper-
ant conditioning. In this case, two different fixed-ratio schedules were used—
one for below 597 nm and one for above 597 nm. According to the matching law 
of probabilistic reinforcement (see Chapter 4), you might expect pigeons to peck 
at lights below 597 nm 1/12 (8.3%) of the time and to peck at lights above this 
wavelength 1/3 (33%) of the time. This is approximately what Blough found. 
But more interesting were the peak-shift bulges (identified by arrows) in rates of 
responding seen on either side of 597 nm, as shown in Figure 6.9a.

Blough (1975) elaborated on the key idea of Spence’s theory to show how 
this peak-shift-like effect could emerge from interaction between the shared-
elements mechanism for similarity (presented above) and the error-correction 
learning mechanisms of the Rescorla-Wagner learning rule (introduced in 
Chapter 4). In the analysis of his pigeon data, Blough points out that a very 
important property of the Rescorla-Wagner model is its expectation that 
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lished around the S! and S", respectively. The net association 
is presumed to be the sum of these gradients, calculated by sub-
tracting the level of inhibition from the level of excitation at each 
point along the stimulus domain. The peak shift is the movement 
between the previous maximal responding to S! at the right 
vertical line to the new point of maximal responding at the left 
vertical line.

Figure 6.9 Peak shift 
effect in fixed ratio condition-
ing (a) Response rates of three 
pigeons to lights varying in wave-
length. The vertical line separates 
the high- and low-reinforcement 
stimuli. Note the trough and peak 
to the left and right of that line 
in both graphs (identified by the 
arrows), a peak-shift-like effect 
seen in this form of fixed ratio 
operant conditioning. (b) Predicted 
output node activations from the 
Rescorla-Wagner rule for dis-
crimination training applied to a 
stimulus continuum.
Adapted from Blough, 1975. 

570 587 597 606 617
0

1

2

3

4

5

6
Experimental

response

Stimulus wavelength

(a)

0

1

2

3

4

5

6
Model output

strength

Stimulus continuum

(b)

Gluck2e_CH06.indd   224Gluck2e_CH06.indd   224 30/11/12   2:04 PM30/11/12   2:04 PM

How can you explain this with superconditioning model?



MULTIPLE DIMENSIONS: 
IMPLICATIONS FOR ATTENTION ALLOCATION

226 | CHAPTER 6 Learning Module ■ GENERALIZATION AND  DISCRIMINATION LEARNING

In addition to providing another example of the pervasive peak-shift effect, 
Blough’s study and analysis show how two of the most important theories in 
associative learning—shared-elements representation for similar stimuli and the 
error-correction learning of the Rescorla-Wagner model—can be combined to 
help us understand subtle but important properties of learning.

Discrimination Training with Multiple Dimensions: 
 Implications for Attention Allocation
Although many studies of learning and discrimination employ stimuli that dif-
fer on only one dimension (such as tone amplitude or color), other studies have 
used more complex stimuli that can vary on two or more dimensions. In one 
such study of human category learning, participants were first trained to cat-
egorize squares into two groups, category A or category B, based on either their 
size or brightness (Goldstone, 1994). Sixteen stimuli were provided in the form 
of squares that varied according to four levels of size and four levels of bright-
ness. On each trial, a subject would see one of these 16 squares and be asked 
to categorize it as an A or a B. For half the participants, the size of the square 
determined if it was A or B, and for the other half of the participants, the bright-
ness of the square determined its category membership.

Figure 6.10 shows you the full array of all 16 squares that were used in the 
experiment (although only one of these was shown on each training trial). For 
the participants who were trained to categorize the squares according to bright-
ness, the brighter squares (in rows B3 and B4) belonged to category A, and the 
darker squares (in rows B1 and B2) belonged to category B. Other participants 
were trained to categorize based on size rather than brightness, with the larger 
squares (columns S3 and S4) belonging to one category and the smaller squares 
(columns S1 and S2) belonging to the other.

After this training, all participants were asked to judge the perceived similari-
ties or differences between selected squares: “Are these two squares physically 
identical?” Of particular interest were the comparisons of squares that differed 
only in size, such as the square at B2–S2 versus the square at B2–S3, which are 
the same brightness (B2), or squares that differed only in brightness—such as 
square B2–S2 versus square B3–S2, which are the same size (S2). Participants 
who had been initially trained to make brightness discriminations, as illustrated 
in Figure 6.10, were far less likely to confuse squares that differed in bright-
ness (for example, B2–S2 versus B3–S2) and more likely to confuse squares that 
differed in size (for example, B2–S2 versus B2–S3).

B4

B3

Brightness

Brighter
squares = 
category A

Darker
squares = 
category B

Size
S1 S2 S3 S4

B2

B1

Figure 6.10 Stimuli for 
discrimination of squares 
on the basis of size or 
brightness The 16 stimuli were 
constructed using squares that 
varied according to four levels of 
size and four levels of brightness. 
Some participants were trained 
that the eight brightest squares 
belonged to category A and 
the eight darkest belonged to 
category B, as shown here. 
Other participants were trained 
to categorize the same squares 
based on size (small versus large) 
rather than brightness. 
Adapted from Goldstone, 1994.
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In addition to providing another example of the pervasive peak-shift effect, 
Blough’s study and analysis show how two of the most important theories in 
associative learning—shared-elements representation for similar stimuli and the 
error-correction learning of the Rescorla-Wagner model—can be combined to 
help us understand subtle but important properties of learning.
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used more complex stimuli that can vary on two or more dimensions. In one 
such study of human category learning, participants were first trained to cat-
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ness. On each trial, a subject would see one of these 16 squares and be asked 
to categorize it as an A or a B. For half the participants, the size of the square 
determined if it was A or B, and for the other half of the participants, the bright-
ness of the square determined its category membership.

Figure 6.10 shows you the full array of all 16 squares that were used in the 
experiment (although only one of these was shown on each training trial). For 
the participants who were trained to categorize the squares according to bright-
ness, the brighter squares (in rows B3 and B4) belonged to category A, and the 
darker squares (in rows B1 and B2) belonged to category B. Other participants 
were trained to categorize based on size rather than brightness, with the larger 
squares (columns S3 and S4) belonging to one category and the smaller squares 
(columns S1 and S2) belonging to the other.

After this training, all participants were asked to judge the perceived similari-
ties or differences between selected squares: “Are these two squares physically 
identical?” Of particular interest were the comparisons of squares that differed 
only in size, such as the square at B2–S2 versus the square at B2–S3, which are 
the same brightness (B2), or squares that differed only in brightness—such as 
square B2–S2 versus square B3–S2, which are the same size (S2). Participants 
who had been initially trained to make brightness discriminations, as illustrated 
in Figure 6.10, were far less likely to confuse squares that differed in bright-
ness (for example, B2–S2 versus B3–S2) and more likely to confuse squares that 
differed in size (for example, B2–S2 versus B2–S3).
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rather than brightness. 
Adapted from Goldstone, 1994.

Gluck2e_CH06.indd   226Gluck2e_CH06.indd   226 30/11/12   2:04 PM30/11/12   2:04 PM

Two training groups:
1. Brightness
2. Size

Two different dimensions



NEGATIVE PATTERNING

BEHAVIORAL PROCESSES | 227

In contrast, participants who were initially trained in size discrimination 
showed the opposite pattern: they showed much more confusion of similar 
brightnesses and far less confusion of similar sizes. Thus, people who had 
been trained on one dimension (whether size or brightness) were subse-
quently more able to make fine distinctions between stimuli that differ along 
that dimension than between stimuli that differ along a different, untrained 
dimension. For example, if you were a trained mycologist (mushroom 
expert), you might be on the lookout for certain shapes that are indicative 
of poisonous mushrooms but pay less attention to size or color of the mush-
rooms if these vary widely across both poisonous and edible mushrooms. 
The aforementioned study, and the mushroom example, show that, through 
learning, the degree to which people generalize on the basis of specific 
stimuli can be adapted to different contexts. In other words, generalization 
gradients can be modified by experience (learning) so that the organism pays 
attention to whatever are the most relevant stimulus dimensions in a given 
situation.

Negative Patterning: Differentiating Configural Cues from 
Their Individual Components
Another complication of generalization can occur with compound stimuli com-
posed of different features or attributes. Consider, for example, what happens 
when Sabrina starts playing with boys. She might learn from experience on the 
playground that freckle-faced boys are usually bratty and that red-haired boys 
are also bratty. Given these two associations, you might expect her to be espe-
cially wary of a new boy she meets one day who is both red haired and freckle 
faced. Based on her past experiences, she expects him to be really horrid because 
he has both of the attributes she associates with brattiness. All other things 
being equal, we, like Sabrina, tend to assume that combinations of cues will 
have consequences that combine, and possibly summate, what is known about 
the individual cues.

But is this always the case? What if a certain combination of cues implies 
something totally different from what the individual cues mean? For example, 
you know what the letter “c” sounds like and you know what the letter “h” sounds 
like, but when you see these two letters together as “ch,” they represent quite 
a different sound. Thus, readers of English learn that certain combinations of 
letters can sound very different than their component letters. Consider another 
example, from driving a car. While waiting at an intersection, you notice that the 
antique Citroën car in front of you has its left rear red taillight flashing, signaling 
the car is about to turn left (Figure 6.11a). If its right rear red taillight were flash-
ing, you would assume the driver intends to turn right (Figure 6.11b).

Figure 6.11 The chal-
lenge of interpreting combined 
cues (a) Left blinking light means 
left turn, (b) right blinking light 
means right turn, (c) both lights 
blinking means that the driver has 
turned on the hazard lights.
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have consequences that combine, and possibly summate, what is known about 
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the car is about to turn left (Figure 6.11a). If its right rear red taillight were flash-
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expert), you might be on the lookout for certain shapes that are indicative 
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The aforementioned study, and the mushroom example, show that, through 
learning, the degree to which people generalize on the basis of specific 
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gradients can be modified by experience (learning) so that the organism pays 
attention to whatever are the most relevant stimulus dimensions in a given 
situation.
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playground that freckle-faced boys are usually bratty and that red-haired boys 
are also bratty. Given these two associations, you might expect her to be espe-
cially wary of a new boy she meets one day who is both red haired and freckle 
faced. Based on her past experiences, she expects him to be really horrid because 
he has both of the attributes she associates with brattiness. All other things 
being equal, we, like Sabrina, tend to assume that combinations of cues will 
have consequences that combine, and possibly summate, what is known about 
the individual cues.

But is this always the case? What if a certain combination of cues implies 
something totally different from what the individual cues mean? For example, 
you know what the letter “c” sounds like and you know what the letter “h” sounds 
like, but when you see these two letters together as “ch,” they represent quite 
a different sound. Thus, readers of English learn that certain combinations of 
letters can sound very different than their component letters. Consider another 
example, from driving a car. While waiting at an intersection, you notice that the 
antique Citroën car in front of you has its left rear red taillight flashing, signaling 
the car is about to turn left (Figure 6.11a). If its right rear red taillight were flash-
ing, you would assume the driver intends to turn right (Figure 6.11b).
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But what if both taillights were flashing, as in Figure 6.11c? Although either 
the left or the right turn signal flashing indicates an imminent turn, both tail-
lights flashing together certainly does not indicate a combination of two turns. 
Instead, twin flashing taillights signal a hazard; the car is proceeding slowly or 
is disabled. Although our tendency may be to assume that what is true of com-
ponent features presented individually is also true of their combination, clearly 
it is possible to override this tendency to generalize from components to com-
pounds, as do automobile drivers who learn that the combination of both left 
and right lights flashing means something quite different from either of them 
flashing alone.

This kind of situation, where cue combinations have radically different mean-
ings than their components, has been extensively studied with both animal and 
human learning tasks. Suppose, for example, that a rabbit in a classical condi-
tioning study is trained to expect that either a tone or a light, presented alone, 
predicts an airpuff US to the eye but that there will be no airpuff US if the tone 
and light appear together. To respond appropriately, the animal must learn to 
respond with a blink to the individual tone cue or light cue but to withhold 
responding to the compound tone-and-light cue. This task is known as nega-
tive patterning because the response to the individual cues is positive while the 
response to the compound (i.e., the “pattern”) is negative (no response). 

Because both the tone and the light cues are part of the tone-and-light com-
pound, there is a natural tendency for the animal to generalize from the compo-
nent cues to the compound cue and vice versa. However, this natural tendency 
to generalize from component features to compounds doesn’t work in this case 
because the components and the compound are associated with very different 
outcomes. Negative patterning is difficult to learn because it requires suppress-
ing the natural tendency to generalize about similar stimuli.

With training, the negative-patterning task can be mastered by many ani-
mals, including humans. Figure 6.12 shows an example of negative patterning 
in rabbit eyeblink conditioning (Kehoe, 1988). After only a few blocks of train-
ing, the animals learn to give strong responses both to the tone alone and to 
the light alone. In addition, during this early phase of training, the rabbits make 
the mistake of overgeneralizing from the components to the compound, giving 
incorrect strong responses to the compound tone-and-light stimulus. Only with 
extensive further training do the rabbits begin to suppress responding to the 
tone-and-light compound.

Can associative-network learning models such as those in illustrated in 
Figure 6.2 (with discrete-component representation) or Figure 6.4 (with distrib-
uted representations to indicate stimulus similarity) provide an explanation of how 
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Figure 6.12 Negative 
patterning in rabbit eyeblink 
conditioning Negative pattern-
ing requires learning to respond to 
two cues (a tone and light) when 
presented separately but to with-
hold the response when the two 
cues are presented together. 
Adapted from Kehoe, 1988.
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predicts an airpuff US to the eye but that there will be no airpuff US if the tone 
and light appear together. To respond appropriately, the animal must learn to 
respond with a blink to the individual tone cue or light cue but to withhold 
responding to the compound tone-and-light cue. This task is known as nega-
tive patterning because the response to the individual cues is positive while the 
response to the compound (i.e., the “pattern”) is negative (no response). 

Because both the tone and the light cues are part of the tone-and-light com-
pound, there is a natural tendency for the animal to generalize from the compo-
nent cues to the compound cue and vice versa. However, this natural tendency 
to generalize from component features to compounds doesn’t work in this case 
because the components and the compound are associated with very different 
outcomes. Negative patterning is difficult to learn because it requires suppress-
ing the natural tendency to generalize about similar stimuli.

With training, the negative-patterning task can be mastered by many ani-
mals, including humans. Figure 6.12 shows an example of negative patterning 
in rabbit eyeblink conditioning (Kehoe, 1988). After only a few blocks of train-
ing, the animals learn to give strong responses both to the tone alone and to 
the light alone. In addition, during this early phase of training, the rabbits make 
the mistake of overgeneralizing from the components to the compound, giving 
incorrect strong responses to the compound tone-and-light stimulus. Only with 
extensive further training do the rabbits begin to suppress responding to the 
tone-and-light compound.

Can associative-network learning models such as those in illustrated in 
Figure 6.2 (with discrete-component representation) or Figure 6.4 (with distrib-
uted representations to indicate stimulus similarity) provide an explanation of how 
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Which model can you make for negative patterning?

1. Single-layer network model
2. Multilayer network mode
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rabbits and other animals learn negative patterning? Figure 6.13 illustrates why 
single-layer network models, like those in Figure 6.2, using discrete-component 
representations cannot learn the negative-patterning problem. To produce cor-
rect responding to the tone alone, the weight from the input unit encoding tone 
must be strengthened to 1.0. (Figure 6.13a). To produce correct responding 
to the light alone, the weight from the input unit encoding light must also be 
strengthened to 1.0 (Figure 6.13b). But this means that if the tone and light are 
presented together, activation will flow through both those modifiable weighted 
connections and produce strong responding to the compound—stronger 
responding, in fact, than to either component alone (Figure 6.13c).

All the weights could be decreased, of course, to reduce the level of response 
to the compound in Figure 6.13c, but this would also, incorrectly, reduce 
responding to the individual components. In fact, there is no way to assign 
association weights in the network of Figure 6.10 that would make the network 
respond correctly to all three different types of training trials.

One way to resolve this dilemma is to use a two-layer network, as shown in 
Figure 6.14. This network has two layers of weights (but three layers of nodes); 
the critical additions are the three nodes in its internal representation layer. One 
of these nodes (designated “Tone only”) becomes active whenever the tone is 
present, and another (“Light only”) becomes active whenever the light is pres-
ent. To solve negative patterning (and other similar tasks), the internal layer of 
nodes of this model also contains a new type of node, called a configural node. 
This node (labeled “Tone ! light”) acts as a detector for the unique configura-
tion (or combination) of two cues. It will fire only if all of the inputs are active, 
that is, when both tone and light are present. 

Configural nodes are equivalent to what engineers call an “AND” gate 
because they respond only when all the inputs are active. For example, a config-
ural node might fire when tone and light are present but not when only one or the 
other of these two cues is present. Note that these configural (“AND”) nodes are 
very different from the nodes in Figure 6.4, which capture similarity through 
overlapping representations. The reason the shared nodes in Figure 6.4 are 
able to capture the fact that orange and yellow are similar is that these shared 
nodes are active when either orange or yellow is present. As such, the nodes 
in Figure 6.4 are equivalent to what engineers call an “OR” gate because they 
fire if one or the other input is present. Just as engineers have long appreciated 
that they need both “AND” and “OR” gates to build a broad range of complex 
circuits in hardware, evolution appears to have similarly constructed neural 
 systems capable of encoding both types of logical operations.

Configural “AND” nodes, which require all their inputs to be on in order 
to fire, are indicated in Figure 6.14 by a double circle to distinguish them from 

Figure 6.13 Failure of a single-
layer network with discrete-component 
representations to learn negative 
patterning (a) For the tone cue to correctly 
generate a strong response, the connection 
from that input to the output must be 
strongly weighted. (b) For the light cue 
to correctly generate a strong response, 
the connection from that input to the 
output must also be strongly weighted. 
(c) Consequently, when both tone and 
light cues are present, the network will 
incorrectly give a strong response.
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must be strengthened to 1.0. (Figure 6.13a). To produce correct responding 
to the light alone, the weight from the input unit encoding light must also be 
strengthened to 1.0 (Figure 6.13b). But this means that if the tone and light are 
presented together, activation will flow through both those modifiable weighted 
connections and produce strong responding to the compound—stronger 
responding, in fact, than to either component alone (Figure 6.13c).
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to the compound in Figure 6.13c, but this would also, incorrectly, reduce 
responding to the individual components. In fact, there is no way to assign 
association weights in the network of Figure 6.10 that would make the network 
respond correctly to all three different types of training trials.

One way to resolve this dilemma is to use a two-layer network, as shown in 
Figure 6.14. This network has two layers of weights (but three layers of nodes); 
the critical additions are the three nodes in its internal representation layer. One 
of these nodes (designated “Tone only”) becomes active whenever the tone is 
present, and another (“Light only”) becomes active whenever the light is pres-
ent. To solve negative patterning (and other similar tasks), the internal layer of 
nodes of this model also contains a new type of node, called a configural node. 
This node (labeled “Tone ! light”) acts as a detector for the unique configura-
tion (or combination) of two cues. It will fire only if all of the inputs are active, 
that is, when both tone and light are present. 

Configural nodes are equivalent to what engineers call an “AND” gate 
because they respond only when all the inputs are active. For example, a config-
ural node might fire when tone and light are present but not when only one or the 
other of these two cues is present. Note that these configural (“AND”) nodes are 
very different from the nodes in Figure 6.4, which capture similarity through 
overlapping representations. The reason the shared nodes in Figure 6.4 are 
able to capture the fact that orange and yellow are similar is that these shared 
nodes are active when either orange or yellow is present. As such, the nodes 
in Figure 6.4 are equivalent to what engineers call an “OR” gate because they 
fire if one or the other input is present. Just as engineers have long appreciated 
that they need both “AND” and “OR” gates to build a broad range of complex 
circuits in hardware, evolution appears to have similarly constructed neural 
 systems capable of encoding both types of logical operations.

Configural “AND” nodes, which require all their inputs to be on in order 
to fire, are indicated in Figure 6.14 by a double circle to distinguish them from 
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rabbits and other animals learn negative patterning? Figure 6.13 illustrates why 
single-layer network models, like those in Figure 6.2, using discrete-component 
representations cannot learn the negative-patterning problem. To produce cor-
rect responding to the tone alone, the weight from the input unit encoding tone 
must be strengthened to 1.0. (Figure 6.13a). To produce correct responding 
to the light alone, the weight from the input unit encoding light must also be 
strengthened to 1.0 (Figure 6.13b). But this means that if the tone and light are 
presented together, activation will flow through both those modifiable weighted 
connections and produce strong responding to the compound—stronger 
responding, in fact, than to either component alone (Figure 6.13c).

All the weights could be decreased, of course, to reduce the level of response 
to the compound in Figure 6.13c, but this would also, incorrectly, reduce 
responding to the individual components. In fact, there is no way to assign 
association weights in the network of Figure 6.10 that would make the network 
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One way to resolve this dilemma is to use a two-layer network, as shown in 
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present, and another (“Light only”) becomes active whenever the light is pres-
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nodes of this model also contains a new type of node, called a configural node. 
This node (labeled “Tone ! light”) acts as a detector for the unique configura-
tion (or combination) of two cues. It will fire only if all of the inputs are active, 
that is, when both tone and light are present. 

Configural nodes are equivalent to what engineers call an “AND” gate 
because they respond only when all the inputs are active. For example, a config-
ural node might fire when tone and light are present but not when only one or the 
other of these two cues is present. Note that these configural (“AND”) nodes are 
very different from the nodes in Figure 6.4, which capture similarity through 
overlapping representations. The reason the shared nodes in Figure 6.4 are 
able to capture the fact that orange and yellow are similar is that these shared 
nodes are active when either orange or yellow is present. As such, the nodes 
in Figure 6.4 are equivalent to what engineers call an “OR” gate because they 
fire if one or the other input is present. Just as engineers have long appreciated 
that they need both “AND” and “OR” gates to build a broad range of complex 
circuits in hardware, evolution appears to have similarly constructed neural 
 systems capable of encoding both types of logical operations.

Configural “AND” nodes, which require all their inputs to be on in order 
to fire, are indicated in Figure 6.14 by a double circle to distinguish them from 
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the shared nodes in Figure 6.4 that represent the “OR” function (that of firing 
when any of the inputs are present). Figure 6.14 shows how such a network 
might look after it has been trained to solve the negative-patterning problem. 
Figure 6.14a shows that when the tone (alone) is present, the tone-only node in 
the internal representation layer becomes active and in turn activates the output 
node. Similarly, in Figure 6.14b, the light by itself activates the light-only node, 
which subsequently activates the output node. However, when both tone and 
light are present (Figure 6.14c), all three internal representation layer nodes 
are activated. The tone-only and light-only internal nodes each have a linkage 
weight of !1 to the output node so their activation together would tend to 
cause—contrary to the rules—an output activation of 2 (their sum). However, 
the connection of the tone-and-light compound node to the output node is 
given a negative weight of "2. Therefore, when the configural node is activated, 
it cancels out the effects of the tone-only and light-only nodes, for a net output 
activation of (!1) ! (!1) ! ("2), or 0, as shown in Figure 6.14c. Thus, the 
network correctly responds to either cue alone, but (equally correctly) not to the 
compound, solving the negative patterning problem. This shows how and why 
it is important to have the ability to respond to, and represent, the presence of 
unique configuration stimuli. 

Negative patterning is just one example of a larger class of learning phenom-
ena that involve configurations of stimuli and that cannot be explained using 
single-layer networks or networks whose internal nodes are “OR” nodes only. 
To master configural learning tasks, an animal must be sensitive to the unique 
configurations (or combinations) of the stimulus cues, above and beyond what 
it knows about the individual stimulus components.

Configural Learning in Categorization
Configural learning is especially important in category learning, the process 
by which animals and humans learn to classify stimuli into different categories. 
Chapter 4 reviewed work by Mark Gluck and Gordon Bower that utilized 
simple networks based on the Rescorla-Wagner model to capture some aspects 
of how people learn to categorize multidimensional stimuli (Gluck & Bower, 
1988a). As you will recall, these studies showed that people acquire feature-
category associations in much the same way that animals acquire CS → US 
associations in classical conditioning.
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Figure 6.14 Solving 
negative patterning with a 
network model A multilayer 
network in which one node in 
the internal representation layer 
(labeled “Tone only”) becomes 
active whenever the tone is pres-
ent, while another (“Light only”) 
becomes active whenever the light 
is present, and a third, configural, 
node (“Tone ! light”) becomes 
active when both tone and light 
are present but not when either 
alone is present. The configural 
node is represented by a double 
circle (one inside the other).
(a) When the tone alone is pres-
ent, the tone-only node becomes 
active, sending an excitatory sig-
nal (!1) to the output node, and 
the network generates a response. 
(b) When the light alone is pres-
ent, the light-only node becomes 
active, sending an excitatory 
signal (!1) to the output node, 
and the network generates a 
response. (c) When both tone and 
light are present, the tone ! light 
configural node is also activated. 
This node sends strong inhibitory 
signals to the output node (of "2), 
counteracting the excitatory (!1) 
signals from the tone-only and 
light-only nodes, so the net activa-
tion of the output node is 0, and 
the network correctly generates no 
response.
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Figure 6.4 A network model using distributed representations (a) Presentation of a colored 
light activates a unique node in the input layer of the network. Each input layer node is connected, 
through fixed (nonmodifiable) weights—shown in light blue—to several nodes in the internal representa-
tion. The seven (numbered 1 to 7) nodes in the internal representation are then connected, by modifiable 
weights, shown in gray, to a single output node. (b) First, the network is trained to respond to yellow 
light. Presentation of the stimulus activates the corresponding input node, which activates three nodes 
in the internal representation (3, 4, 5), which connect to the output node. If the yellow light is repeatedly 
paired with a reward, weights from these three active internal-representation nodes to the output node 
are strengthened. (c) Next, the network is tested with a similar stimulus (a yellow-orange light) that acti-
vates internal nodes 4, 5, and 6. Because yellow-orange and yellow share two overlapping internal rep-
resentation nodes (4 and 5), some response activation is produced at the output node. (d) An even more 
different color, orange, evokes even less overlap in the internal representation nodes because it shares 
only one common internal node (5), and thus orange evokes only weak response activation.
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the shared nodes in Figure 6.4 that represent the “OR” function (that of firing 
when any of the inputs are present). Figure 6.14 shows how such a network 
might look after it has been trained to solve the negative-patterning problem. 
Figure 6.14a shows that when the tone (alone) is present, the tone-only node in 
the internal representation layer becomes active and in turn activates the output 
node. Similarly, in Figure 6.14b, the light by itself activates the light-only node, 
which subsequently activates the output node. However, when both tone and 
light are present (Figure 6.14c), all three internal representation layer nodes 
are activated. The tone-only and light-only internal nodes each have a linkage 
weight of !1 to the output node so their activation together would tend to 
cause—contrary to the rules—an output activation of 2 (their sum). However, 
the connection of the tone-and-light compound node to the output node is 
given a negative weight of "2. Therefore, when the configural node is activated, 
it cancels out the effects of the tone-only and light-only nodes, for a net output 
activation of (!1) ! (!1) ! ("2), or 0, as shown in Figure 6.14c. Thus, the 
network correctly responds to either cue alone, but (equally correctly) not to the 
compound, solving the negative patterning problem. This shows how and why 
it is important to have the ability to respond to, and represent, the presence of 
unique configuration stimuli. 

Negative patterning is just one example of a larger class of learning phenom-
ena that involve configurations of stimuli and that cannot be explained using 
single-layer networks or networks whose internal nodes are “OR” nodes only. 
To master configural learning tasks, an animal must be sensitive to the unique 
configurations (or combinations) of the stimulus cues, above and beyond what 
it knows about the individual stimulus components.

Configural Learning in Categorization
Configural learning is especially important in category learning, the process 
by which animals and humans learn to classify stimuli into different categories. 
Chapter 4 reviewed work by Mark Gluck and Gordon Bower that utilized 
simple networks based on the Rescorla-Wagner model to capture some aspects 
of how people learn to categorize multidimensional stimuli (Gluck & Bower, 
1988a). As you will recall, these studies showed that people acquire feature-
category associations in much the same way that animals acquire CS → US 
associations in classical conditioning.
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the internal representation layer 
(labeled “Tone only”) becomes 
active whenever the tone is pres-
ent, while another (“Light only”) 
becomes active whenever the light 
is present, and a third, configural, 
node (“Tone ! light”) becomes 
active when both tone and light 
are present but not when either 
alone is present. The configural 
node is represented by a double 
circle (one inside the other).
(a) When the tone alone is pres-
ent, the tone-only node becomes 
active, sending an excitatory sig-
nal (!1) to the output node, and 
the network generates a response. 
(b) When the light alone is pres-
ent, the light-only node becomes 
active, sending an excitatory 
signal (!1) to the output node, 
and the network generates a 
response. (c) When both tone and 
light are present, the tone ! light 
configural node is also activated. 
This node sends strong inhibitory 
signals to the output node (of "2), 
counteracting the excitatory (!1) 
signals from the tone-only and 
light-only nodes, so the net activa-
tion of the output node is 0, and 
the network correctly generates no 
response.
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One of their studies tested people’s ability to learn to diagnose fictitious medi-
cal patients. On each trial, participants were given the description of a patient 
who had one or more symptoms. The participants were then asked to deter-
mine, based on that pattern of symptoms, whether the patient had a particular 
disease. Gluck and Bower’s original model for this task (shown in Figure 4.15) 
looked much like the associative network in Figure 6.2, with discrete-component 
representations for each input symptom and one layer of modifiable associative 
weights connecting those inputs to an output node. However, just like the net-
work in Figure 6.2, this category-learning model could only capture learning for 
tasks in which there were no important configural relationships among the cues. 
To ensure that their model could solve complex multi-cue tasks such as negative 
patterning, Gluck and Bower later added configural nodes to their category-
learning model (Gluck & Bower, 1988b; Gluck, Bower, & Hee, 1989).

As an example of how such a model could work, Figure 6.15a shows a network 
that can learn to diagnose hypothetical patients based on three symptoms: fever, 
ache, and soreness. Each symptom has its own input node that is active when-
ever the symptom is present. This network also has one internal  representation 
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Figure 6.15 A configural-node model of category learning 
(a) This multilayer network is used to diagnose the presence or absence of 
a disease, either by the occurrence of individual symptoms or by combina-
tions of symptoms. For simplicity, the numbers corresponding to weight 
strengths are omitted from this figure; instead, line thickness approximates 
the strength of the connections. Upper-layer weights (gray) are modifiable, 
but the lower-layer weights (blue) are fixed. A double circle indicates a 
configural node, meaning one that is activated if and only if all the weights 
of connections leading into the node are active themselves. This kind of 
multilayer network with configural nodes shows behaviors that are similar 
to those of humans learning the same task. (b) The presence of both fever 
and soreness produces strong activation in the output node, resulting in a 
diagnosis that the disease is present. (c) An alternative approach to a net-
work with large numbers of preexisting nodes in the internal representation 
layer (to capture every possible stimulus configuration) is a more flexible 
network that has fewer nodes in the internal representation layer but is 
able to “create” configural nodes as needed. A specialized learning algo-
rithm is required to determine when and which types of configural nodes 
are required for each problem.
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work in Figure 6.2, this category-learning model could only capture learning for 
tasks in which there were no important configural relationships among the cues. 
To ensure that their model could solve complex multi-cue tasks such as negative 
patterning, Gluck and Bower later added configural nodes to their category-
learning model (Gluck & Bower, 1988b; Gluck, Bower, & Hee, 1989).

As an example of how such a model could work, Figure 6.15a shows a network 
that can learn to diagnose hypothetical patients based on three symptoms: fever, 
ache, and soreness. Each symptom has its own input node that is active when-
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(a) This multilayer network is used to diagnose the presence or absence of 
a disease, either by the occurrence of individual symptoms or by combina-
tions of symptoms. For simplicity, the numbers corresponding to weight 
strengths are omitted from this figure; instead, line thickness approximates 
the strength of the connections. Upper-layer weights (gray) are modifiable, 
but the lower-layer weights (blue) are fixed. A double circle indicates a 
configural node, meaning one that is activated if and only if all the weights 
of connections leading into the node are active themselves. This kind of 
multilayer network with configural nodes shows behaviors that are similar 
to those of humans learning the same task. (b) The presence of both fever 
and soreness produces strong activation in the output node, resulting in a 
diagnosis that the disease is present. (c) An alternative approach to a net-
work with large numbers of preexisting nodes in the internal representation 
layer (to capture every possible stimulus configuration) is a more flexible 
network that has fewer nodes in the internal representation layer but is 
able to “create” configural nodes as needed. A specialized learning algo-
rithm is required to determine when and which types of configural nodes 
are required for each problem.
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When Dissimilar Stimuli Predict the Same Outcome
So far in this chapter, we have discussed the process of learning in cases of simi-
lar stimuli that lead to similar consequences (and dissimilar stimuli that lead to 
different consequences). We have also discussed the process of learning in cases 
of similar stimuli that lead to different consequences. But there’s a third possibil-
ity: what happens when two dissimilar stimuli predict the same outcome? As you 
will see next, generalization can even occur when physical similarities between 
the stimuli are absent. 

One way in which generalization can extend to dissimilar stimuli is through 
frequent pairing, or co-occurrence. William James (1890) argued that if all cold 
objects were wet and all wet objects were cold, the two characteristics would be 
viewed as a single concept; the presence of one (for example, wet) would imply 
the presence of the other (that is, cold). James concluded that organisms would 
tend to cluster, or treat equivalently, stimulus features that tend to co-occur. 
More recently, in his historical novel The Alienist, author Caleb Carr told the 
story of a nineteenth-century forensic psychologist, a former student of William 
James at Harvard, who uses this very example from James’s Introductory 
Psychology lectures to hunt for a serial murderer who is terrorizing New York 
City. The criminal had a childhood history of being beaten by the people he 
loved, and as a consequence he came to view violence and love as so intertwined 
that when one was present, he expected or exhibited the other, beating to death 
any woman he loved and loving any woman whom he beat.

Much common wisdom is based on examples of this kind of clustering, such 
as “where there’s smoke, there’s fire.” The same kind of clustering of stimuli 
based on common outcomes or consequences can be demonstrated in the learn-
ing laboratory, as seen in the following discussions of sensory preconditioning 
and acquired equivalence.

Sensory Preconditioning: Co-occurrence and Stimulus 
 Generalization
One way in which co-occurrence of two stimuli can lead to generalization is 
through a training procedure known as sensory preconditioning, in which 
the prior presentation of two stimuli together, as a compound, results in a later 
tendency for any learning about one of these stimuli to generalize to the other.

In the laboratory, sensory preconditioning is usually tested in three phases, as 
summarized in Table 6.2. In phase 1, animals in the compound-exposure group 
(that is, the experimental group) are first exposed to a compound of two stimuli, 
such as a tone and a light presented simultaneously. In phase 2, the animals 
learn that one of the stimuli by itself (such as a light) predicts an important 
consequence (such as a blink-evoking airpuff), and they eventually give a blink 
response to the light. In phase 3, the animals are then exposed to the tone only. 

Table 6.2

Sensory preconditioning

Group Phase 1 Phase 2 Phase 3: Test

Compound exposure Tone ! light (together) Light → Airpuff ⇒ Blink! Tone ⇒ Blink!

Separate exposure 
(control group)

Tone, light ( separately) Light → Airpuff ⇒ Blink! Tone ⇒ No blink
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Most will show at least some response to the tone. In contrast, a second (control) 
group of animals are given exposure to the tone and light separately in phase 1. 
They are then given phase 2 training identical to the phase 2 training given the 
other group: they learn that the light by itself predicts the airpuff. But when 
tested with the tone alone in phase 3, these animals show little or no response 
(Thompson, 1972).

It seems that the compound exposure in phase 1 establishes an association 
between the tone and light. In phase 2, the light becomes associated with the 
airpuff, and this learning is indirectly transferred to the tone too. This transfer 
can be interpreted as a meaning-based generalization because the tone and light 
are assumed to have the same meaning (that is, they both predict the airpuff) 
even though they do not have any relevant physical similarity. A meaning-based 
generalization can be contrasted with a similarity-based generalization, which 
arises naturally between two stimuli that are physically similar. Sensory pre-
conditioning shows that co-occurrence of two stimuli is sufficient to produce 
meaning-based generalization from one stimulus to the other.

Acquired Equivalence: Novel Similar Predictions Based on 
Prior Similar Consequences
Another form of meaning-based generalization can occur when two non- 
combined stimuli share the same consequence, that is, predict the same outcome. 
In this case, it is possible for generalization to occur between two very dissimilar 
stimuli even if they never co-occur. Consider two girls, Mandy and Kamila, who 
look nothing alike but who both love hamsters. Later you learn that Mandy’s 
favorite fish is a guppy. Given that Mandy and Kamila have similar taste in pet 
rodents, you might expect that Kamila will also like Mandy’s favorite pet fish.

Geoffrey Hall and colleagues have found a similar form of generalization in 
their studies with pigeons (Bonardi, Rey, Richmond, & Hall, 1993; Hall, Ray, & 
Bonardi, 1993). In one study, they trained pigeons to peck at a light that changed 
between six different colors, identified as A1, A2, B1, B2, X1, Y1. The researchers 
then trained the animals to associate the four two-color sequences A1–X1, A2–X1, 
B1–Y1, and B2–Y1 with the arrival of a food reward (Table 6.3, left column).

In effect, the colors A1 and A2 were “equivalent” because they were both 
paired with X1. Likewise, colors B1 and B2 were equivalent in their pairing with 
Y1. Next, the pigeons learned that pecking to A1 alone resulted in food; in con-
trast, no food followed pecks to B1 alone (Table 6.3, middle column). In phase 3, 
the pigeons were tested for response to A2 and B2. The birds responded strong-
ly to A2 but not to B2 (Table 6.2, right column), suggesting that the birds had 
learned equivalencies in phase 1 between A1 and A2 and between B1 and B2.

Table 6.3

Acquired equivalence

Phase 1 Training Phase 2 Training Phase 3: Test

A1 → X1 → food A1 → food A2: strong pecking response

A2 → X1 → food

B1 → Y1 → food B1 → no food B2: no strong response

B2 → Y1 → food
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the rare disease is always less than or equal to the probability of the common 
disease. This may seem counterintuitive at first. We know that symptom 1 is 
far more typical of patients with the rare disease than the common disease, so 
it might seem intuitively plausible that if all you knew about a patient was that 
he had symptom 1, you should expect the patient to be suffering from the rare 
disease. In fact, this is not true, given that if you are told a patient is exhibit-
ing symptom 1 (and you know nothing else about what other symptoms they 
do or don’t have), this patient is actually equally likely to be suffering from 
the common disease as from the rare disease, as shown in Figure 6.16b: P(rare 
disease|symptom 1) and P(common disease|symptom 1) are both equal to .5. 

After training, subjects in the Gluck and Bower (1988) experiment were  tested 
by being asked to estimate directly the probability that a patient exhibiting a 
particular symptom was suffering from one or the other disease. For each symp-
tom and disease, subjects were asked, “Of all the patients in the hospital exhibit-
ing [symptom], what percent of those patients would you expect to suffer from 
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Figure 6.16 Transfer generalization in the Gluck and 
Bower (1988) study of probabilistic category learning 
(a) The probabilities of each of the four symptoms occurring in 
patients suffering from each of the two diseases. The lower-
numbered symptoms were more typical of the rare disease, 
whereas the higher-numbered symptoms were more typical of 
the common disease. (b). Conditional probabilities of each of 
the two diseases given the presence of each of the symptoms, 
computed from the left-hand side by using the ratio of the base-
rate frequency for the two categories (3:1) and Bayes’s theorem. 
(c). Results and predictions for the transfer generalization phase 
of the study. The objective probabilities of the rare disease given 
each of the symptoms are shown as a dashed line (with the scale 
along the left vertical axis). The predictions of the neural-network 
model, which learns according to the Rescorla-Wagner theory 
(see Chapter 4), are shown as shaded areas above or below the 
middle axis to indicate that they are to be interpreted as relative 
to the scale on the right, which ranges from positive value to 
negative values around the “0” point, which corresponds to the 
50% (.50) mark on the left. The observed means of the subjects’ 
actual estimates of P (rare disease | each symptom)—the measure 
of generalization—are shown as a solid line (with the scale along 
the left vertical axis ranging from 0.0 to 1.0).
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the rare disease is always less than or equal to the probability of the common 
disease. This may seem counterintuitive at first. We know that symptom 1 is 
far more typical of patients with the rare disease than the common disease, so 
it might seem intuitively plausible that if all you knew about a patient was that 
he had symptom 1, you should expect the patient to be suffering from the rare 
disease. In fact, this is not true, given that if you are told a patient is exhibit-
ing symptom 1 (and you know nothing else about what other symptoms they 
do or don’t have), this patient is actually equally likely to be suffering from 
the common disease as from the rare disease, as shown in Figure 6.16b: P(rare 
disease|symptom 1) and P(common disease|symptom 1) are both equal to .5. 

After training, subjects in the Gluck and Bower (1988) experiment were  tested 
by being asked to estimate directly the probability that a patient exhibiting a 
particular symptom was suffering from one or the other disease. For each symp-
tom and disease, subjects were asked, “Of all the patients in the hospital exhibit-
ing [symptom], what percent of those patients would you expect to suffer from 
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the common disease. (b). Conditional probabilities of each of 
the two diseases given the presence of each of the symptoms, 
computed from the left-hand side by using the ratio of the base-
rate frequency for the two categories (3:1) and Bayes’s theorem. 
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along the left vertical axis). The predictions of the neural-network 
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(see Chapter 4), are shown as shaded areas above or below the 
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to the scale on the right, which ranges from positive value to 
negative values around the “0” point, which corresponds to the 
50% (.50) mark on the left. The observed means of the subjects’ 
actual estimates of P (rare disease | each symptom)—the measure 
of generalization—are shown as a solid line (with the scale along 
the left vertical axis ranging from 0.0 to 1.0).
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regions respond to similar stimuli. It is therefore possible to draw various “maps” 
on the cortical surface by studying the responses of different cortical regions.

For example, as described in Chapter 2, S1 is a thin strip of cortex running 
down each side of the human brain (Figure 6.19). Some neurons respond pri-
marily to stimulation on a particular finger, some primarily to touch on a certain 
region of the face, and so on. If this procedure is followed for a large number of 
S1 neurons, it is possible to draw a “map” of the body on S1, with each body part 
lying over the cortical region that shows the greatest response when touched 
(Figure 6.19).

To some extent, adjacent areas within S1 contain neurons that respond to 
neighboring areas of the body (albeit with some discontinuities; for example, 
Figure 6.19 shows that the parts of S1 that respond to sensations on the fingers 
lie near those that respond to sensations on the forehead). Parts of the body that 
are especially sensitive to touch, such as fingers and lips, activate larger areas
of S1. The result is a homunculus, a distorted neural representation of the human 
figure with ex aggerated hands and lips but a greatly shrunken torso, as shown in 
Figure 6.19. This figure of a human is distorted in much the same way as the New 
Yorker cover in Figure 6.17: regions where fine discriminations are important 
(such as sensations on the fingertips) are disproportionately large and detailed.

The primary somatosensory cortex in other animals shows similar organi-
zation, with the homunculus replaced by a distorted figure of the species in 
question, altered to reflect body areas important to that animal. For instance, 
primates receive a great deal of touch information through their fingers and 
lips, which are disproportionately elaborated in their cortical map. Rats receive 
a great deal of information from the displacement of their whiskers, meaning 
that a rat’s whisker area is disproportionately represented on its cortical map.

Primary sensory
cortex (S1)

Genitals

Toes

Foot

Leg

Hip
TrunkNeckHead

Pr
im

ar
y 

Se
ns

or
y 

Corte
x (S1)

Intra-abdominal
organs

Pharynx
Tongue

Jaw
Gums

Teeth

Lips
Upper lip

Lower lip

Face

Nose

Eye

Thumb

Fingers

Hands

Forearm

Elbow
Arm

Figure 6.19 A topographic map of a primary 
sensory region in cortex Different neurons on the 
surface of the primary sensory cortex, S1, respond to touch 
stimuli on different parts of the body, as seen previously 
in Chapter 2. Neurons in each area respond most to input 
received from the body parts shown above them. As a 
result, these areas form a distorted map of the body, often 
termed a homunculus. 
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neighboring areas of the body (albeit with some discontinuities; for example, 
Figure 6.19 shows that the parts of S1 that respond to sensations on the fingers 
lie near those that respond to sensations on the forehead). Parts of the body that 
are especially sensitive to touch, such as fingers and lips, activate larger areas
of S1. The result is a homunculus, a distorted neural representation of the human 
figure with ex aggerated hands and lips but a greatly shrunken torso, as shown in 
Figure 6.19. This figure of a human is distorted in much the same way as the New 
Yorker cover in Figure 6.17: regions where fine discriminations are important 
(such as sensations on the fingertips) are disproportionately large and detailed.

The primary somatosensory cortex in other animals shows similar organi-
zation, with the homunculus replaced by a distorted figure of the species in 
question, altered to reflect body areas important to that animal. For instance, 
primates receive a great deal of touch information through their fingers and 
lips, which are disproportionately elaborated in their cortical map. Rats receive 
a great deal of information from the displacement of their whiskers, meaning 
that a rat’s whisker area is disproportionately represented on its cortical map.
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The primary auditory cortex (A1) lies near the top of 
the temporal lobe in humans, and it too is organized as a 
topographic map, as shown in Figure 6.20. In A1, however, 
neurons respond to sound instead of touch stimulation. Areas 
of A1 that are adjacent to each other respond to similar fre-
quencies. Each neuron in the auditory cortex responds most 
to one particular tone, as was discussed in Chapter 3.

We know what these auditory maps look like because 
of studies that recorded how often a single neuron fires in 
response to tones of different frequencies. Figure 3.13 pre-
sented data collected from such an electrophysiology experi-
ment. This information represents the receptive field for a 
neuron, meaning the range (or “field”) of physical stimuli that activate it. The 
wider a neuron’s receptive field is, the broader the range of physical stimuli that 
will activate the neuron.

Shared-Elements Models of Receptive Fields
How well does the functioning of receptive fields of neurons match the theories 
of generalization described in the section on behavioral processes? If the brain 
is organized to use distributed representations, then physically similar stimuli, 
such as two tones with similar frequencies, will activate common nodes, or neu-
rons. In other words, two similar tones—of 550 Hz and 560 Hz, for example—
should cause overlapping sets of neurons to fire.

Figure 6.21a shows how brain organization might re semble the distributed-
component representation (or “shared elements”) model from the Behavioral 
Processes section. A 550-Hz tone might activate sensory receptors in the ear 
that travel to primary auditory cortex (A1) and there activate three nodes—
numbers 2, 3, and 4 in Figure 6.21a. Activation from A1 neurons might then 
travel (through one or more way stations in the brain) to activate other neurons 
(possibly in the motor cortex) that can execute a learned behavioral response. 
A 560-Hz tone activates a different subset of A1 neurons—numbers 3, 4, and 5 
in Figure 6.21b. These subsets overlap, in that both of them contain neurons 3 
and 4, as shown in Figure 6.21c. Thus, learning about the 550-Hz tone is highly 
likely to generalize to the 560-Hz tone. This diagram is much the same as the 
illustration used in the Behavioral Processes section (see Figure 6.4) to show 
how a shared-elements representation of yellow and orange explains pigeons’ 
generalization between these two physically similar stimuli.

This simplified network may explain why cortical neurons display receptive 
fields. For each tone in a continuum, you can ask how a particular A1 neuron, 
such as neuron 3, will respond. The curve in Figure 6.22 shows the results we’d 
expect. The neuron’s best frequency is 550 Hz; similar tones also activate this 
neuron, although not as strongly as a tone of 550 Hz. The result is a general-
ization gradient that looks very like the actual receptive fields obtained during 
cortical mapping studies, like the one shown earlier in Figure 3.13.

Topographic Organization and Generalization
The idea of topographic organization was a central part of Pavlov’s theories 
of learning in the early 1920s, but it remained only a theoretical conjecture 
until nearly a half a century later. In the 1960s, Richard Thompson estab-
lished a direct relationship between behavioral properties of auditory gener-
alization and certain anatomical and physical properties of the auditory cortex 
(Thompson, 1962).

A common experimental finding was that cats trained to respond to a tone of 
a particular frequency would show a generalization gradient to tones of other 
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of generalization described in the section on behavioral processes? If the brain 
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such as two tones with similar frequencies, will activate common nodes, or neu-
rons. In other words, two similar tones—of 550 Hz and 560 Hz, for example—
should cause overlapping sets of neurons to fire.

Figure 6.21a shows how brain organization might re semble the distributed-
component representation (or “shared elements”) model from the Behavioral 
Processes section. A 550-Hz tone might activate sensory receptors in the ear 
that travel to primary auditory cortex (A1) and there activate three nodes—
numbers 2, 3, and 4 in Figure 6.21a. Activation from A1 neurons might then 
travel (through one or more way stations in the brain) to activate other neurons 
(possibly in the motor cortex) that can execute a learned behavioral response. 
A 560-Hz tone activates a different subset of A1 neurons—numbers 3, 4, and 5 
in Figure 6.21b. These subsets overlap, in that both of them contain neurons 3 
and 4, as shown in Figure 6.21c. Thus, learning about the 550-Hz tone is highly 
likely to generalize to the 560-Hz tone. This diagram is much the same as the 
illustration used in the Behavioral Processes section (see Figure 6.4) to show 
how a shared-elements representation of yellow and orange explains pigeons’ 
generalization between these two physically similar stimuli.

This simplified network may explain why cortical neurons display receptive 
fields. For each tone in a continuum, you can ask how a particular A1 neuron, 
such as neuron 3, will respond. The curve in Figure 6.22 shows the results we’d 
expect. The neuron’s best frequency is 550 Hz; similar tones also activate this 
neuron, although not as strongly as a tone of 550 Hz. The result is a general-
ization gradient that looks very like the actual receptive fields obtained during 
cortical mapping studies, like the one shown earlier in Figure 3.13.

Topographic Organization and Generalization
The idea of topographic organization was a central part of Pavlov’s theories 
of learning in the early 1920s, but it remained only a theoretical conjecture 
until nearly a half a century later. In the 1960s, Richard Thompson estab-
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Figure 6.21 A shared-
elements network model of 
generalization within auditory 
cortex This network has a series 
of input nodes that each respond 
to one sound frequency and 
that each activate a distributed 
representation in the nodes of 
the internal representation layer. 
(For simplicity, only a few of the 
weights are shown here.) (a) A 
550-Hz tone activates nodes 2, 3, 
and 4 in the internal representa-
tion layer. (b) A similar, 560-Hz 
tone activates nodes 3, 4, and 5. 
(c) The overlap between these two 
distributed representations deter-
mines the degree to which learn-
ing about one tone will generalize 
to the other.

frequencies, much like the slop ing gradient seen in Figure 6.1. However, after 
Thompson removed the primary auditory cortex (A1) of some of the cats, they 
responded equivalently to all tones, even those separated by 5 octaves or more! 
This experiment demonstrated that A1 was necessary for the production of 
appropriate generalization gradients to auditory stimuli (Thompson, 1965). The 
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(c) The overlap between these two 
distributed representations deter-
mines the degree to which learn-
ing about one tone will generalize 
to the other.

frequencies, much like the slop ing gradient seen in Figure 6.1. However, after 
Thompson removed the primary auditory cortex (A1) of some of the cats, they 
responded equivalently to all tones, even those separated by 5 octaves or more! 
This experiment demonstrated that A1 was necessary for the production of 
appropriate generalization gradients to auditory stimuli (Thompson, 1965). The 
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indiscriminate behavior of the lesioned cats reflected massive overgeneralization 
resulting in a flat generalization gradient. As a control study, Thompson also 
tested cats who had undergone removal of primary somatosensory cortex (area 
S1) instead. These animals showed normal generalization behavior to tones, 
indicating that the auditory overgeneralization occurred specifically in animals 
with A1 lesions. Similar overgeneralization of visual stimuli has been reported 
in monkeys with damage to V1, the primary visual cortex (Thompson, 1965).

These studies suggest that, although it is possible for an animal to learn to 
respond to stimuli while lacking the corresponding areas of sensory cortex, an 
intact sensory cortex for that stimulus type is essential for normal generaliza-
tion. Thus, without A1, animals can learn to respond to the presence of a tone 
but cannot respond precisely to a specific tone. In other words, without the pri-
mary sensory cortex, animals overgeneralize and have difficulty discriminating 
stimuli in the corresponding sensory modality. What these studies do not show 
is whether the receptive sets of neurons in the brain can be changed as a result 
of learning and experience. This question is addressed in more recent research, 
as we see below.

Plasticity of Cortical Representations
We saw in earlier chapters that if a particular part of the body receives frequent 
stimulation, the corresponding parts of the somatosensory map will grow and 
expand (at the expense of adjacent cortical areas, which compensate by contract-
ing). Lack of stimulation or use can cause change of a different kind in cortical 
representations, with disused cortical areas shrinking. For example, when a limb 

Figure 6.22 A simulated 
electrophysiology study The 
activity of node or neuron #3 is 
recorded for each of the tones 
between 520 Hz and 580 Hz; the 
frequency leading to the strongest 
response is 550 Hz.

Response

540 Hz 550 Hz 560 Hz 570 Hz 580 Hz 590 Hz520 Hz 530 Hz

540 Hz 550 Hz 560 Hz 570 Hz 580 Hz520 Hz 530 Hz

Activation of
neuron #3

4. 6.2.1. 3. 5.

Gluck2e_CH06.indd   247Gluck2e_CH06.indd   247 30/11/12   2:04 PM30/11/12   2:04 PM

BRAIN SUBSTRATES | 247

indiscriminate behavior of the lesioned cats reflected massive overgeneralization 
resulting in a flat generalization gradient. As a control study, Thompson also 
tested cats who had undergone removal of primary somatosensory cortex (area 
S1) instead. These animals showed normal generalization behavior to tones, 
indicating that the auditory overgeneralization occurred specifically in animals 
with A1 lesions. Similar overgeneralization of visual stimuli has been reported 
in monkeys with damage to V1, the primary visual cortex (Thompson, 1965).

These studies suggest that, although it is possible for an animal to learn to 
respond to stimuli while lacking the corresponding areas of sensory cortex, an 
intact sensory cortex for that stimulus type is essential for normal generaliza-
tion. Thus, without A1, animals can learn to respond to the presence of a tone 
but cannot respond precisely to a specific tone. In other words, without the pri-
mary sensory cortex, animals overgeneralize and have difficulty discriminating 
stimuli in the corresponding sensory modality. What these studies do not show 
is whether the receptive sets of neurons in the brain can be changed as a result 
of learning and experience. This question is addressed in more recent research, 
as we see below.

Plasticity of Cortical Representations
We saw in earlier chapters that if a particular part of the body receives frequent 
stimulation, the corresponding parts of the somatosensory map will grow and 
expand (at the expense of adjacent cortical areas, which compensate by contract-
ing). Lack of stimulation or use can cause change of a different kind in cortical 
representations, with disused cortical areas shrinking. For example, when a limb 

Figure 6.22 A simulated 
electrophysiology study The 
activity of node or neuron #3 is 
recorded for each of the tones 
between 520 Hz and 580 Hz; the 
frequency leading to the strongest 
response is 550 Hz.

Response

540 Hz 550 Hz 560 Hz 570 Hz 580 Hz 590 Hz520 Hz 530 Hz

540 Hz 550 Hz 560 Hz 570 Hz 580 Hz520 Hz 530 Hz

Activation of
neuron #3

4. 6.2.1. 3. 5.

Gluck2e_CH06.indd   247Gluck2e_CH06.indd   247 30/11/12   2:04 PM30/11/12   2:04 PM

BRAIN SUBSTRATES | 247

indiscriminate behavior of the lesioned cats reflected massive overgeneralization 
resulting in a flat generalization gradient. As a control study, Thompson also 
tested cats who had undergone removal of primary somatosensory cortex (area 
S1) instead. These animals showed normal generalization behavior to tones, 
indicating that the auditory overgeneralization occurred specifically in animals 
with A1 lesions. Similar overgeneralization of visual stimuli has been reported 
in monkeys with damage to V1, the primary visual cortex (Thompson, 1965).

These studies suggest that, although it is possible for an animal to learn to 
respond to stimuli while lacking the corresponding areas of sensory cortex, an 
intact sensory cortex for that stimulus type is essential for normal generaliza-
tion. Thus, without A1, animals can learn to respond to the presence of a tone 
but cannot respond precisely to a specific tone. In other words, without the pri-
mary sensory cortex, animals overgeneralize and have difficulty discriminating 
stimuli in the corresponding sensory modality. What these studies do not show 
is whether the receptive sets of neurons in the brain can be changed as a result 
of learning and experience. This question is addressed in more recent research, 
as we see below.

Plasticity of Cortical Representations
We saw in earlier chapters that if a particular part of the body receives frequent 
stimulation, the corresponding parts of the somatosensory map will grow and 
expand (at the expense of adjacent cortical areas, which compensate by contract-
ing). Lack of stimulation or use can cause change of a different kind in cortical 
representations, with disused cortical areas shrinking. For example, when a limb 

Figure 6.22 A simulated 
electrophysiology study The 
activity of node or neuron #3 is 
recorded for each of the tones 
between 520 Hz and 580 Hz; the 
frequency leading to the strongest 
response is 550 Hz.

Response

540 Hz 550 Hz 560 Hz 570 Hz 580 Hz 590 Hz520 Hz 530 Hz

540 Hz 550 Hz 560 Hz 570 Hz 580 Hz520 Hz 530 Hz

Activation of
neuron #3

4. 6.2.1. 3. 5.

Gluck2e_CH06.indd   247Gluck2e_CH06.indd   247 30/11/12   2:04 PM30/11/12   2:04 PM



A1 is specialized to process sound information.
Then how are A1 neurons changed by learning 
with shock and food which are processed in somatosensory and gustatory cortices?
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is amputated, the part of S1 representing the lost limb does not receive any more 
sensory input. Rather than allowing that region of cortex to remain idle, nearby 
areas of the homunculus may “spread” into the vacated space. As a result, those 
areas acquire increased cortical representation and consequent increased sensi-
tivity to stimulation and touch. 

In seminal studies on the neural bases of learning and cortical plasticity, 
Norman Weinberger and his colleagues recorded responses from individual 
neurons in the primary auditory cortex of guinea pigs before and after the ani-
mals were trained to respond to auditory cues (Weinberger, 1993). In one study, 
Weinberger and colleagues recorded the activity of neurons in A1 before and 
after the animals experienced presentations of a 2500-Hz tone paired with a 
shock. Through training, many neurons changed their receptive field to become 
most responsive to tones near the training frequency of 2,500 Hz. One such 
neuron is shown in Figure 6.23. This neuron, which had originally responded 
most strongly to tones of about 1,000 Hz, now responded most strongly to tones 
of the trained frequency. If enough neurons were to show this type of change, 
the overall result could amount to cor tical remapping that allows a larger area of 
A1 to respond to the trained frequency. These cortical changes occurred quickly, 
after as few as five pairings of the tone and shock.

In another study, Weinberger showed that if a tone is repeatedly presented 
alone (as in habituation, described in Chapter 3), then the opposite effect 
occurs: there is a decrease in neuronal responding to this frequency (Condon 
& Weinberger, 1991). Moreover, if the tone and shock are both presented but 
not paired (that is, if they are presented separately), then no significant changes 
are observed in the neurons’ responses to tones (Bakin & Weinberger, 1990). 
This result indicates that the cortical plasticity is a result of the tone-shock pair-
ing. It implies that stimulus presentation alone doesn’t drive cortical plasticity; 
the stimulus has to be meaningfully related to ensuing consequences, such as a 
shock.

If cortical change occurs because a stimulus in one sensory modality is mean-
ingfully related to—or in other words, is predictive of—a salient consequence 
(such as food or shock) in a different sensory modality, how did information 
about that consequence reach the primary sensory cortex of the first modality 
in order to produce the change there? After all, A1 is specialized to process 
information about sounds, but food is a gustatory (taste) stimulus and shocks 
are somatosensory, not auditory, stimuli, and yet, the findings in Figure 6.23 
clearly indicate that pairing a tone with a shock does bring about a change in 
auditory cortex.
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Figure 6.23 Plasticity of 
representation in the primary auditory 
cortex After training in which a 2500-Hz 
tone predicted a shock, the response of an 
A1 neuron changed from previously being 
most responsive to a 1,000-Hz tone to being 
most responsive to tones nearer to the 
training frequency. 
Adapted from Weinberger, 1977, figure 2.
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Weinberger has argued that A1 does not receive specific 
information about somatosensory or gustatory stimuli but 
instead only receives information that some sort of salient 
event has occurred (Weinberger, 2004). This information is 
enough to instigate cortical remapping and expand the rep-
resentation of the cue stimulus. The primary sensory cor-
tices (A1, V1, S1, and so on) only determine which stimuli 
deserve expanded representation within that primary cortex 
and which do not.

How does the brain determine whether a stimulus merits 
cortical remapping, without necessarily specifying exactly 
why? It turns out that several brain regions may serve this 
function. The basal forebrain is a group of nuclei impor-
tant for learning and memory; damage to it can produce 
anterograde amnesia, which is a severe impairment in forming new fact and event 
memories (more on this in Chapter 7). Many cortical mapping researchers have 
focused on a small group of neurons located in an area of the basal forebrain 
called the nucleus basalis (Figure 6.24). The nucleus basalis projects to all areas 
of the cortex and to the amygdala. When nucleus basalis neurons are activated, 
they release ace tyl choline (ACh), a neurotransmitter that has many func-
tions in the brain, including the promotion of neuronal plasticity. In summary, 
the nucleus basalis functions to enable cortical plasticity: when a CS is paired 
with a US, the nucleus basalis becomes active and delivers acetylcholine to the 
cortex, enabling cortical remapping to enlarge the representation of that CS 
(Weinberger, 2003).

But how does the nucleus basalis “know” when to become active? It receives 
the information through connections from areas such as the amygdala, which 
codes emotional information such as discomfort and pain (for example, from an 
electric shock) and pleasure (from food). (The function of the amygdala is dis-
cussed further in Chapter 10.) Several studies have confirmed that the nucleus 
basalis can play a role in mediating cortical plasticity. Most important, experi-
ments show that if a tone is paired with nucleus basalis stimulation—rather 
than with a “real” consequence, such as food or shock— cortical remapping 
occurs to enhance response to that tone (Bakin & Weinberger, 1990; Kilgard & 
Merzenich, 1998).

These findings are very exciting because of their implications for rehabilita-
tion after cortical damage. It may eventually be possible to use judicious stimula-
tion of the nucleus basalis to encourage cortical remapping in individuals who 
have lost the use of one of their cortical areas. Although that is still far in the 
future, Michael Merzenich and colleagues have shown that strategic application 
of behavioral training procedures that encourage cortical remapping can be used 
to remediate certain types of brain disorders in people.

Test Your Knowledge

Cortical Plasticity and Generalization
 1. Removing the auditory cortex of a cat results in (increases/decreases) in general-

ization among tones of different frequency.

 2. Repeated unreinforced presentation of a tone CS would cause (more/fewer) neu-
rons in the auditory cortex to respond to the tone.

(Answers appear in the Answers section in the back of the book.)

Cerebral cortex

CerebellumNucleus basalis

Basal
forebrain

Figure 6.24 The role 
of the nucleus basalis in 
cortical plasticity This medial 
view of the human brain shows 
the nucleus basalis within the 
basal forebrain. Neurons in the 
nucleus basalis transmit the 
neurotransmitter acetylcholine 
throughout the cerebral cortex.
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The basal forebrain is a group of nuclei important for learning and 
memory; damage to it can produce anterograde amnesia, which is a 
severe impairment in forming new fact and event memories 

Nucleus basalis neurons release acetylcholine (ACh), a 
neurotransmitter that has many functions in the brain, 
including the promotion of neuronal plasticity. 

(Weinberger, 2003)



PAPERS

higher titer vector, whereas the three births,
including the transgenic one, and the blighted
pregnancy originated from the lower titer
LNEFEGFP-(VSV-G) vector (108 cfu/ml;
Table 1). Although only one live offspring is
shown to be transgenic, we cannot yet ex-
clude the possibility of transgenic mosaics in
the others. We have neither demonstrated
germline transmission nor the presence of
transgenic sperm; this must await ANDi’s
development through puberty in about 4
years. Vector titers and volume injected may
play crucial roles in gene transfer efficiency.
These offspring and their surrogates are now
housed in dedicated facilities with ongoing,
stringent monitoring.

Nonhuman primates are invaluable models
for advancing gene therapy treatments for dis-
eases such as Parkinson’s (24) and diabetes
(25), as well as ideal models for testing cell
therapies (26) and vaccines, including those for
HIV (27, 28). Although we have demonstrated
transgene introduction in rhesus monkeys, sig-
nificant hurdles remain for the successful ho-
mologous recombination essential for gene tar-
geting (29). The molecular approaches for mak-
ing clones [either by embryo splitting (30) or
nuclear transfer (31–36)], utilizing stem cells
(37–39), and now producing transgenic mon-
keys, could be combined to produce the ideal
models to accelerate discoveries and to bridge
the scientific gap between transgenic mice and
humans.
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Categorical Representation of
Visual Stimuli in the Primate

Prefrontal Cortex
David J. Freedman,1,2,5 Maximilian Riesenhuber,3,4,5

Tomaso Poggio,3,4,5 Earl K. Miller1,2,5*

The ability to group stimuli into meaningful categories is a fundamental cog-
nitive process. To explore its neural basis, we trained monkeys to categorize
computer-generated stimuli as “cats” and “dogs.” A morphing system was used
to systematically vary stimulus shape and precisely define the category bound-
ary. Neural activity in the lateral prefrontal cortex reflected the category of
visual stimuli, even when a monkey was retrained with the stimuli assigned to
new categories.

Categorization refers to the ability to react sim-
ilarly to stimuli when they are physically dis-
tinct, and to react differently to stimuli that may
be physically similar (1). For example, we rec-
ognize an apple and a banana to be in the same
category (food) even though they are dissimilar
in appearance, and we consider an apple and a
billiard ball to be in different categories even
though they are similar in shape and sometimes
color. Categorization is fundamental; our raw
perceptions would be useless without our clas-
sification of items as furniture or food. Al-
though a great deal is known about the neural
analysis of visual features, little is known about
the neural basis of the categorical information
that gives them meaning.

In advanced animals, most categories are
learned. Monkeys can learn to categorize stim-
uli as animal or non-animal (2), food or non-
food (3), tree or non-tree, fish or non-fish (4),
and by ordinal number (5). The neural correlate
of such perceptual categories might be found in
brain areas that process visual form. The infe-
rior temporal (IT) and prefrontal (PF) cortices
are likely candidates; their neurons are sensitive
to form (6–9) and they are important for a wide
range of visual behaviors (10–12).

The hallmark of perceptual categorization is
a sharp “boundary” (13). That is, stimuli from
different categories that are similar in appear-
ance (e.g., apple/billiard ball) are treated as
different, whereas distinct stimuli within the
same category (e.g., apple/banana) are treated
alike. Presumably, there are neurons that also
represent such sharp distinctions. This is diffi-
cult to assess with a small subset of a large,
amorphous category (e.g., food, human, etc).
Because the category boundary is unknown, it
is unclear whether neural activity reflects cate-
gory membership or physical similarity.
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The eumetazoan progenitor was more than just
a collection of genes.Howdid these genes function
together within the ancestor? Unfortunately, we
cannot read from the genome the nature of its gene-
and protein-regulatory interactions and networks.
This is particularly vexing as it is becoming clear—
especially given the apparent universality of the
eumetazoan toolkit—that gene regulatory changes
can also play a central role in generating novelties,
allowing co-option of ancestral genes and net-
works to new functions (49). Of particular interest
are the processes that give rise to body axes, germ
layers, and differentiated cell types such as nerve
and muscle, as well as the mechanisms that
maintain these cells and their interactions through
the growth and repair of the organism. Nemato-
stella and its genome provide a platform for testing
hypotheses about the nature of ancestral eu-
metazoan pathways and interactions, with the use
of the basic principle of evolutionary developmen-
tal biology: Processes that are conserved between
living species were likely functional in their
common ancestor.
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Dentate Gyrus NMDA Receptors
Mediate Rapid Pattern Separation
in the Hippocampal Network
Thomas J. McHugh,1,2* Matthew W. Jones,1*† Jennifer J. Quinn,3‡ Nina Balthasar,4†
Roberto Coppari,4§ Joel K. Elmquist,4§ Bradford B. Lowell,4 Michael S. Fanselow,3
Matthew A. Wilson,1 Susumu Tonegawa1,2∥

Forming distinct representations of multiple contexts, places, and episodes is a crucial function of
the hippocampus. The dentate gyrus subregion has been suggested to fulfill this role. We have
tested this hypothesis by generating and analyzing a mouse strain that lacks the gene encoding
the essential subunit of the N-methyl-D-aspartate (NMDA) receptor NR1, specifically in
dentate gyrus granule cells. The mutant mice performed normally in contextual fear conditioning,
but were impaired in the ability to distinguish two similar contexts. A significant reduction in
the context-specific modulation of firing rate was observed in the CA3 pyramidal cells when the
mutant mice were transferred from one context to another. These results provide evidence that
NMDA receptors in the granule cells of the dentate gyrus play a crucial role in the process of
pattern separation.

The hippocampus is crucial for the for-
mation of memories of facts and episodes
(1–4). To allow similar episodes to be dis-

tinguished, it must rapidly form distinct represen-

tations of the temporal and spatial relationships
comprising events (pattern separation), and
because specific episodes are rarely replicated in
full, the hippocampus must also be capable of
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